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EMPIRICAL EVALUATION OF LSTM-BASED STOCK PRICE FORECASTING ON

THE NAIROBI SECURITIES EXCHANGE IN KENYA
ABSTRACT

Having a precise prediction of stock prices can be of great importance in investment policies and
budgeting. The study used the Long Short-Term Memory (LSTM) neural networks to forecast
stock price changes through the formation of sequential, nonlinear relationships in financial time
series data. Our data provenance and relevance are enhanced by the fact that the dataset contains
the official daily stock prices of the official Nairobi Securities Exchange (NSE). Exploratory data
analysis was performed before training the prediction model to carefully preprocess and study the
stock prices with performance measured against a baseline with common traditional machine
learning algorithms including Random Forest, Support Vector Regression, K-Nearest Neighbors
and ARIMA. The LSTM generated the lowest RMSE values and maximum R? values compared
to its baselines. To enhance the interpretability of the model even more, we enhanced transparency
with the help of SHAP (SHapley Additive exPlanations) analysis that revealed the most influential
features used in predicting stock prices.

The findings reflect that deep learning is effective in financial forecasts and give a consistent and
versatile structure of comparable predictive modeling in capital markets. However, the analysis
was limited by the data and the calculation capabilities, which can affect the generalization to high-
frequency trading scenarios. Future work should consider hybrid deep learning architecture,
including further macroeconomic and sentiment indicators, and testing the framework in other
emerging markets to increase robustness and generalizability.
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ACRONYMS AND ABBREVIATIONS

Al - Artificial Intelligence

ARIMA - AutoRegressive Integrated Moving Average
CPI - Consumer Price Index

CV - Cross-Validation

DNN - Deep Neural Network

EDA - Exploratory Data Analysis

LSTM - Long Short-Term Memory

MAE - Mean Absolute Error

MAPE - Mean Absolute Percentage Error
ML - Machine Learning

MSE - Mean Squared Error

NSE - Nairobi Securities Exchange
ReLU - Rectified Linear Unit

RMSE - Root Mean Squared Error

RNN - Recurrent Neural Network

R? - Coefficient of Determination

SHAP - SHapley Additive exPlanations
SVR - Support Vector Regression

XAI - Explainable Artificial Intelligence
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GLOSSARY

AutoRegressive Integrated Moving Average (ARIMA): A statistical model used for analysing
and forecasting time series data by accounting for autocorrelations and differencing to achieve

stationarity.

Coefficient of Determination (R?): A statistical measure indicating the proportion of variance
in the dependent variable that is predictable from the independent variables. A value closer to 1

indicates better model performance.

Consumer Price Index (CPI): An index measuring the average change over time in the prices

paid by consumers for a basket of goods and services. It is often used to measure inflation.

Deep Learning (DL): A subset of machine learning involving neural networks with many layers

that are capable of capturing complex nonlinear patterns in data.

Exploratory Data Analysis (EDA): The initial process of analysing data sets to summarize their

main characteristics, often using visual methods.

Long Short-Term Memory (LSTM): A type of recurrent neural network (RNN) capable of
learning long-term dependencies in sequential data. Ideal for time series forecasting tasks such as

stock price prediction.

Mean Absolute Error (MAE): A metric used to evaluate the accuracy of a model by calculating

the average magnitude of the errors between predicted and actual values.

Mean Absolute Percentage Error (MAPE): A metric that expresses prediction accuracy as a

percentage, representing the average absolute percent error.

vil



Mean Squared Error (MSE): A metric for evaluating the average squared difference between

predicted and actual values, penalizing larger errors more heavily.

Nairobi Securities Exchange (NSE): The principal stock exchange of Kenya where financial

instruments like stocks and bonds are traded.

Root Mean Squared Error (RMSE): A commonly used metric for regression that measures the

square root of the average squared differences between predicted and observed values.

SHapley Additive exPlanations (SHAP): A model-agnostic technique used in explainable Al
(XA to interpret the predictions of machine learning models by assigning feature importance

SCOrcs.

Stock Price Forecasting: The process of predicting the future prices of stocks using historical

data and computational models, often to aid investment decisions.

Support Vector Regression (SVR): A machine learning model derived from Support Vector

Machines (SVM), optimized for regression tasks.

Time Series: A sequence of data points collected or recorded at regular time intervals. Time

series data is typically used in forecasting models.
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CHAPTER ONE

INTRODUCTION

1.1 Background of the Study

Stock markets serve important purposes in the capital formation, investment intermediation and
economic signalling processes of developed and developing economies, including the emerging
markets (Sarwar et al, 2021). In an increasingly interconnected global market, the ability to
understand and therefore anticipate stock price behaviour is rapidly gaining strategic importance.
The use of contemporary forecasting techniques, in the context of these volatile and relatively
under-researched marketplaces such as the Kenyan stock market, presents both a theoretical

challenge and a practical opportunity.

While stock markets around the world are now common in employing algorithmic tools and
predictive analytics, the Nairobi Securities Exchange (NSE) continues to forecast and attempt to
predict markets based on "traditional" methods, such as technical charting and linear time-series
models. These methods have been shown to fail to capture nonlin ear relationships or temporal
dynamics intrinsic to stock movements as experienced (Mokono, 2022). However, the NSE is still
critical in the Kenyan financial markets as it acts as an intermediary to mobilize capital, facilitate
public listings, and provide economic signalling (Matiro, 2021). As the complexity of the market
grows, the NSE continues to rely on antiquated and inferior forecasting models. This disjunction
reveals a poor structural fit, inefficiencies, and increased sensitivity to both internal and external

shocks.



Recent performance statistics further reflects this fragility. The NSE's market capitalization
decreased from KES 2.4 trillion in 2021 to KES 1.6 trillion in 2023, roughly a 33% decline (Market
Statistics - Data Services, 2022). The NSE 20 Share Index fell by 15.8 % in 2022, as a result of
inflationary pressures, investor uncertainty and global financial instability (Mokono, 2022). These
structural deficits and the low uptake in data driven forecasting models, have stifled the market's

ability to respond to volatility and investor expectations.

Compared to the developed markets, African exchanges, including the NSE, have less utilized
modeling based on machine learning. Only 10% of exchanges in Africa have leverage analytics in
making forecasts according to the African Securities Exchanges Association. This is a true
reflection of limitations of infrastructure, poor data quality, and limited computational thinking as
an integrated component of the financial decision-making process (Naidoo et al., 2025). However,
Kenya's position as a leader in digital innovations in East Africa provides an opportunity to
experiment with forecasting models given the outcomes the Vision 2030 strategy sets with its focus

on a knowledge-based and innovation led economy.

There is an important gap in the current knowledge and practice concerning the use of deep
learning techniques, particularly Long Short-Term Memory (LSTM), networks in Kenya’s stock
market. LSTM, a variant of so-called recurrent neural networks (RNNs), is suitable for financial
time series because their structure can model long-range dependency and nonlinear situations
(Ghosh et al., 2022). The proposed adoption of LSTMs in the context of the NSE, is not just a
methodological change but also a reaction to the modeling and contextual gaps identified in prior

studies (Murgor and Saxunova, 2022). Thus, this study does not simply suggest an approach, but



attempts to build and evaluate a predictive model that is cognizant of NSE’s realities and its

macroeconomic context.

The model that is to be developed is based on predicting price movements using historical NSE
data combined with macroeconomic indicators like inflation, interest rates, and exchange rates.
This combination is intended to improve the contextuality of the model as well as its predictive
value. This approach also addresses the shortcomings in existing forecasting approaches that do
not take account of complex temporality and exogenous economic signals. The output of this
research is a forecasting model that is practical, rigorously assessed, and compared with
benchmarks against existing models (i.e., ARIMA, Random Forest) and standardized measures

(i.e., RMSE, directional accuracy).

Figure 1.1 presents the performance trend for the NSE 20 Share Index (the NSE 20 Index) over
the previous ten years. The chart depicts a substantial decline of over 5000 points in 2015,
decreasing below 2000 by 2020, demonstrating bearish market trends compounded by disruptions
to the economy. By 2021, the index had started to recover slowly, increased slightly through 2023,
and had stabilised at around 2126.8 points early 2024. The performance trend represents the strong
case for effective forecasting capabilities which can identify and respond to structural changes in

the market.
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FIGURE 1.1

10-Year Performance Trend of the NSE 20 Share Index (2015-2025)

Source: https://tradingeconomics.com/kenya/stock-market

Globally, deep learning is widely used for financial forecasting. However, in Kenya, this is still
in its infancy and underdeveloped. By highlighting an academic tension between the best potential
of predictive analytics and the shortcomings of normal processes, this research presents the
development of a forecasting model based on LSTM for practical use in the Kenyan stock market
context, and intends to close some important methodological and contextual gaps, improve
financial decision-making, and advance the development of a proactive and analytical capital

market in Kenya.


https://tradingeconomics.com/kenya/stock-market

1.2 Statement of the Problem

Although financial and macroeconomic data is becoming more widely available in Kenya, its use
in predictive modeling for stock price prediction has, to date, been limited. Existing studies rely
almost exclusively on standard linear models, such as ARIMA, that assume stationarity and do not
adequately account for the complex, nonlinear, and temporal dependencies involved in financial
markets. This restricts any form of efficiency of predictive models to explain all market volatility,

investor sentiment, and macroeconomic shocks that define the Nairobi Securities Exchange (NSE).

Even though ML models such as Random Forest and Support Vector Machines appear to be
promising, they are hardly utilized in the Kenyan setting and seldom combined with other
macroeconomic variables. More elaborate deep learning systems like LSTM networks have so far
succeeded in sequentially capturing dependencies applied in developed markets but not

extensively tested in emerging markets.

This study tries to address this gap by developing and evaluating an NSE-based forecasting
model using LSTM, which takes on technical indicators and macro variables. The comparison of
the model performance to the classical approaches (i.e., ARIMA, Random Forest) is made by the
standard predictive measures. Moreover, it is planned to enhance the accuracy of the predictions,
the interpretability of the model, and provide supportive evidence about the relevance of the deep

learning approaches to the financial market in Kenya.



1.3 Research Objectives

1.3.1 Main Objective

To develop and test an LSTM-based prediction system to forecast stock price dynamics on the

Nairobi Securities Exchange using macroeconomic-adjusted time-series data and compare its

performance with other traditional forecasts like ARIMA and Random Forest.

1.3.2 Specific Objectives

The specific objectives of the study are:

il.

iii.

To establish the predictive value of macroeconomic variables as compared to technical
variables in predicting the stock price movement in the NSE.

To prepare and test a LSTM-based time-series forecasting model with macroeconomic-
adjusted time-series data.

To compare the predictive accuracy, robustness, and interpretability of the LSTM model

with traditional forecasting models.

1.4 Research Questions

The research aims to provide answers to the research questions as follows:

11.

1il.

Do macroeconomic variables improve stock price forecasts compared to technical
indicators on the NSE?

Can an LSTM model accurately predict NSE stock price trends using macroeconomic-
adjusted time-series data?

How does the LSTM model compare to traditional models in terms of accuracy, robustness,

and handling nonlinear patterns during economic uncertainty?
6



1.5 Significance of the Study

This study offers significant value to Kenya’s financial analytics landscape by addressing the
methodological and contextual challenges of applying deep learning models (specifically Long
Short-Term Memory (LSTM) networks) to emerging market stock data. In a market like Kenya’s,
which is characterized by limited liquidity, sparse data, and macroeconomic volatility, adapting
sequential models such as LSTM requires methodological innovation. The study therefore
contributes to data science by empirically testing the feasibility and limitations of deep learning

approaches in low-resource financial environments (Muoki, 2023).

Most current forecasting approaches in Kenya still rely on linear statistical models or technical
charting methods, which often fail to model nonlinear patterns and complex temporal structures in
financial data. By introducing a framework that leverages both historical stock prices and
macroeconomic indicators, this study not only proposes a predictive tool, but also offers insights
into variable interactions and forecasting behaviours under real-world market conditions (Muoki,
2023). It also accounts for known challenges in LSTM deployment, including the risks of
overfitting, the opacity of internal computations (“black box™ effect), and performance variability
under volatile market scenarios, key concerns when working with sequential financial data

(Gajanayake et al., 2023).

The application of LSTM models has demonstrated considerable promise in international
markets due to their capacity to capture long-term dependencies in time-series data. However, in
Kenya, these models remain largely untested at scale. This study applies and rigorously
benchmarks LSTM performance using NSE data, where it may reveal how macroeconomic noise

and structural inefficiencies influence forecast accuracy (Gajanayake et al., 2023). In doing so, the

7



study bridges a gap in both academic literature and applied data science by extending model

experimentation to underexplored contexts.

For investors, particularly Kenya’s growing population of retail traders who hold over 1.6
million Central Depository System (CDS) accounts as of 2023, the findings offer a deeper
understanding of market signals, volatility patterns, and prediction reliability (Moarni, 2023).
However, rather than positioning the model as a ready-made decision-making tool, the study
frames it as an empirical exploration of feasibility, with insights that could inform more robust
financial applications in the future. Stakeholder use must also be interpreted accordingly:
regulators such as the Capital Markets Authority (CMA) may use findings to inform systemic risk
indicators; fintech developers might use the architectural insights to integrate predictive models
into advisory platforms; and researchers may build on the framework to explore model

transparency, generalizability, or behavioural prediction limits (Mowine, 2021).

Finally, the study aligns with Kenya’s Vision 2030 goals on financial innovation and digital
transformation. It supports the broader development of a locally grounded, Al-informed research
ecosystem capable of adapting modern tools to unique regional market constraints (Mowine,
2021). Academically, it contributes to the modeling literature in emerging market finance and
machine learning, offering evidence-based perspectives on deploying LSTM architectures under

data-scarce and high-volatility conditions.

1.6 Motivation of the Study

The motivation for this study emerges from a well-documented but underexplored challenge in
Kenya’s financial ecosystem: the mismatch between the increasing complexity of stock market

behavior and the continued reliance on outdated, subjective forecasting methods. Despite
8



improved access to financial data via platforms like the Nairobi Securities Exchange (NSE), the
Central Bank of Kenya (CBK), and retail trading apps, analytical adoption remains limited. Most
investors (particularly retail participants) continue to depend on technical charting and informal

speculation, even in the face of persistent market volatility (Kumar et al., 2021).

However, simply identifying the lack of modern tools is not enough. This study recognizes the
deeper institutional, epistemological, and technological constraints that inhibit the integration of
advanced machine learning techniques like Long Short-Term Memory (LSTM) in financial
forecasting. These include limited computational infrastructure, scepticism surrounding black-box
models, lack of interpretability, and concerns about model overfitting and data sparsity.
Additionally, in markets like Kenya’s, macroeconomic indicators may introduce noise rather than
clarity (especially in environments marked by inconsistent policy, inflationary pressures, or
regulatory shifts). Understanding these limitations is essential to developing context-aware,

empirically grounded forecasting models.

Furthermore, while Kenya positions itself as a regional financial and fintech hub, the transition
from aspiration to implementation depends on whether the tools used can adapt to local constraints
and deliver interpretable value to various stakeholders. This study is motivated by the need to
empirically test whether LSTM models (while successful in developed financial systems) can offer
predictive utility, transparency, and robustness when applied to the NSE’s unique temporal,

structural, and macroeconomic dynamics.

Rather than if automation will democratize financial insight, the study seeks to investigate under

what conditions, if any, machine learning models like LSTM can be used to support better



decision-making. It aims to avoid uncritical techno-optimism by testing the feasibility, reliability,

and explanatory capacity of these models in a volatile, data-constrained setting.

10



CHAPTER TWO

LITERATURE REVIEW

2.1 Introduction

Forecasting stock market trends is an integral part of current financial decision-making that assists
investors, analysts, and policymakers in managing uncertainty and maximising investment
performance. Predicting market changes is a key that can effectively lower risk exposure and
enhance yields, mainly in unstable or emerging markets (Jammazi and Mokni, 2021). Several
forecasting techniques have evolved, ranging from statistical techniques such as ARIMA to
sophisticated machine learning and deep learning methods. Each method has strengths and
weaknesses in detecting linear or nonlinear patterns, time dependence, and market dynamics. This
review paper reviews the current approaches in the hopes of assisting the development of a suitable

forecasting framework for the Kenyan stock market.

The chapter starts with a review of the most significant theoretical paradigms underlying
financial market outcomes, i.e., the Efficient Market Hypothesis (EMH), Random Walk Theory,
and Behavioural Finance approaches. These paradigms offer fundamental clues regarding the
predictability of the market and the rationality (or otherwise) of market participants' actions.
Knowing the paradigms is necessary to interpret the trend of stocks and ensure the applicability of
various prediction models. The review is then directed towards considering the empirical papers
that utilise conventional, machine learning-based, and deep learning-based models in analysing
the stock market, focusing on identifying the gaps and possibilities of applying them in developing

countries.
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Lastly, the chapter presents macroeconomic factors commonly employed in forecasting models
and assesses how they were used in prior research. It ends by presenting conceptual and operational

paradigms that the current research will follow.

2.2 Theoretical Review

Understanding the theoretical underpinnings of financial markets is important to building reliable
forecast models. Theories like the Efficient Market Hypothesis (EMH), Random Walk Theory,
and Behavioural Finance provide frameworks for understanding stock price dynamics, investor
rationality, and the use of information within markets. These theories capture the limitations and
possibilities within the design of forecast models, particularly for a context like the Nairobi
Securities Exchange (NSE), where inefficiencies within the market could be different from those

within developed markets.

2.2.1 Efficient Market Hypothesis (EMH)

The Efficient Market Hypothesis (EMH), initially codified by Eugene Fama (1970), suggests that
financial markets are “informationally efficient,” i.e., that all information obtainable is
immediately and fully incorporated into asset prices. EMH is divided into three types: weak, semi-
strong, and strong. The weak form asserts that current stock prices incorporate all past trading
information, including price and volume; thus, technical analysis is ineffective. The semi-strong
form contends that all publicly available information is reflected in prices, making both technical
and fundamental analysis futile. The strong form claims that even insider or private information is
already priced in, implying that no investor can achieve consistent above-average returns,

regardless of the information they possess (Ehiedu and Obi, 2022).
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While EMH has significantly influenced financial economics, it has also attracted substantial
criticism, particularly regarding behavioural anomalies and market bubbles. Critics suggest that
EMH presumes that investors are rational, discounts psychological factors, and does not consider
overreactions and herd behaviour by the market (Nyakurukwa and Seetharam, 2023). These
weaknesses have been most apparent under high volatility situations, like the 2008 financial
meltdown or the 2020 COVID-19 pandemic crash, when prices varied significantly from intrinsic
values. In addition, research indicates that under emerging markets, like Kenya, price behaviour
tends to be caused more by lags between information assimilation, raising questions about the

universal application of EMH (Roche, 2021).

With the advent of algorithmic and high-frequency trading, certain proponents argue that
improving real-time data processing and transmission has enriched the markets and rendered them
more efficient. Others argue that the same technologies introduce new inefficiencies, which
include flash crashes and algorithmic volatility (Greene et al., 2023). Such paradoxes make EMH
an applicable but incomplete theory for stock market prediction, particularly when conducting
data-based modelling. As much as EMH promotes sceptical attitudes towards prediction models,
particularly those derived from historical data, its shortcomings provide an opportunity to search
for more adaptive strategies, like machine learning and deep learning models, which can detect

hidden patterns that routine analysis might miss.

2.2.2 Random Walk Theory

The Random Walk Theory holds that stock price movement traces a path resembling a "random
walk" and, consequently, does not relate to the direction or magnitude of previous movement, and
may never be accurately forecasted (Bhattacharya and Waymire, 2021). First propounded by Paul

13



Samuelson (1965) and later amplified by Burton Malkiel (1973), the theory contends that price
movement stems from unexpected, new information received unpredictably (Bhattacharya and
Waymire, 2021). By this argument, it is pointless to forecast trends based on historical price data
since today's price incorporates all available information, and the price movement tomorrow relies

on random news.

This concept is directly associated with the weak version of the Efficient Market Hypothesis
and is a powerful counter to technical analysis and time-series prediction. According to Whiddon
and Gentry (2023), Malkiel substantively asserted that "a blindfolded monkey hurling darts at a
newspaper's financial pages was likely to pick a portfolio that would perform as well as or better
than one painstakingly hand-picked by experts." From this viewpoint, predictive models
(especially those based on historical trends or repeat patterns) have inherent limitations in

predicting.

Yet, numerous empirical studies contradict the strict hypotheses of the Random Walk Theory,
particularly within emerging markets. For example, Xiang and Deng (2025) observed clear
fluctuations from random walk behaviour within US equity markets and inferred the existence of
short-term dependencies. Likewise, research on the Nairobi Securities Exchange and other African
markets shows that stock prices are frequently autocorrelated and follow basic mean-reversion

patterns (Mbao, 2021), which implies partial predictability.

While the Random Walk Theory does provide a sensible warning against overconfidence in
model predictability, its hypotheses are frequently too absolute for practical use. Stock prices are

demonstrably subject to structural breaks, volatility clustering, and memory effects, but complex
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models like LSTM networks can handle them. Thus, while the theory underlies the scepticism

against prediction, it does not exclude the pursuit of data-based models that accommodate reality.

2.2.3 Behavioural Finance Theories

Behavioural Finance evolved from the shortcomings of conventional financial theories such as
EMH and Random Walk Theory, which make the presumption of rational investor behaviour and
efficient information processing. In contradiction to such a presumption, Behavioural Finance
supposes that biases based on psychological, emotional, and thinking factors have a sizeable
impact on investor decisions, which causes systematic anomalies within financial markets (Ranjan,
2025). These instances of deviation from rationality provide chances for price inefficiencies,

contrary to the belief that financial markets are always perfectly knowledgeable or logically based.

Key behavioural principles like prospect theory, overconfidence bias, loss aversion, and herd
behaviour explain the behaviour that conventional theories cannot. For example, prospect theory,
led by Ogunlusi and Obademi (2021), shows that we place different values on gains and losses
(investors are generally more sensitive to losses than to equal gains). This makes them risk-averse
or risk-seeking based on context, affecting trade patterns. Overconfidence bias can lead to over-
trading, and herd behaviour makes investors chase trends irrationally, fostering bubbles or busts

(Loang, 2025).

Behavioural insights are beneficial when explaining short-term anomalies and investor
responses to news, rumour, or speculative trends (phenomena which may lie beyond quantitative
models). These irrational patterns often manifest as price momentum, reversals, or clustering that
can be exploited by machine learning models trained on behavioural data proxies such as trading

volume spikes, volatility, or sentiment indicators (Bhanu, 2023).
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In emerging markets like Kenya, behavioural biases may be more pronounced due to lower
financial literacy, higher emotional investment, and limited access to real-time information. This
further justifies the exploration of adaptive, nonlinear models like LSTM, which can detect hidden
patterns that stem from inconsistent investor behaviour. While Behavioural Finance does not offer
a single predictive framework, it supports the rationale for using complex models that account for

irrational and dynamic market behaviours.

Moreover, behavioural finance also emphasises the need to consider cultural and social
influences in both the decision-making of the investor and, primarily, in a context such as Kenya,
where group decisions and communal influences dominate decision-making. Peer pressure and
social norms can fuel herd behaviour, and investors may be driven by overriding perception rather
than by fundamentals. Cultural factors, by interacting with emotional and cognitive biases, add
additional complexity that is unlikely to be addressed in linear models. By incorporating
behavioural aspects into forecasting mechanisms, researchers and practitioners can develop more
situational models that more accurately describe the psychological and cultural landscape of the

emerging market.

2.2.4 Time Series Forecasting Principles

Time series forecasting involves the analysis of sequential data points collected over time, aiming
to identify patterns and project future values. In financial markets, economic indicators, stock
prices, and volumes naturally create time and temporal modelling; therefore, it is a fundamental
component of financial forecasting. Major concepts within the principles of time series analysis
involve stationarity, trend, seasonality, and autocorrelation, the first of which impacts model

choice and performance (Shmueli and Polak, 2024). A stationary time series exists when it has
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constant statistical attributes over time and thus can be more easily modelled using methods such
as ARIMA. Differencing or transformation may be necessary for non-stationary data in financial

markets.

Another fundamental principle is lagging dependence, i.e., that things that happened before
affect the outcome. Classic techniques like ARIMA have linear lag relationships, but newer
methods like LSTM neural networks can learn long and nonlinear dependencies without feature
engineering (Nasir et al., 2023). Volatility clustering (high-volatility episodes followed by high-

volatility episodes) is another feature in stock price data, typically modelled using GARCH.

Understanding these principles ensures that the right model and data preprocessing techniques
are selected. For financial time series prediction, particularly within dynamic environments as the
Nairobi Securities Exchange, the principles underpin model architecture and the strategy for model

evaluation.

In addition, financial time series also display the characteristic of having structural breaks,
which arise when sudden policy changes, regulations, or exogenous shocks (such as political crises
or international shocks) disrupt ongoing trends. These breaks can significantly compromise the
effectiveness of forecasting models if they are not considered, as they mean the continuity of the
statistical properties assumed by the models is not retained. Detection and consideration of these
breaks in forecasting models are therefore vital in improving the robustness of the predictions.
Such advanced models, such as regime-switching techniques and integrated deep learning models,
can respond to disturbances and are therefore better positioned when facing turbulent and uncertain

markets, such as those in developing countries.
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Another overarching principal centres on the aspect of feature selection and exogenous
variables when dealing with time series prediction. Although price and volume are core, the
introduction of exogenous variables, such as interest rates, inflation, or international commodity
prices, acts to refine the capability of models to offer predictions. The supplementary features aim
to contextualise and reflect the larger macroeconomic impacts on stock exchanges. At the Nairobi
Securities Exchange, the impact of extraneous shocks, such as changes in international petroleum
prices or foreign exchange volatility, typically manifests in tangible forms of stock performance.
By incorporating such variables into time series models, predictors can reflect a whole and realistic

picture of the financial market's dynamics.

2.3 Empirical Review of Stock Market Prediction Models

2.3.1 Traditional Statistical Models

Classical statistical models have served as the foundation for financial time series forecasting for
decades. Linear hypotheses used by traditional methods are assumed to describe relationships
between homogeneous and stationary data. Some most popular among them include
Autoregressive Integrated Moving Average (ARIMA), Generalised Autoregressive Conditional
Heteroskedasticity (GARCH), Moving Averages (MA), and Exponential Smoothing. Though
strong under specific conditions, they prove inadequate when dealing with nonlinearity and long-

range dependencies inherent in stock data.

ARIMA models have been common when it comes to time series prediction for decades.
ARIMA picks up trends and patterns within sequence data as a function of a combination of
autoregression (AR), differencing (I), and moving average (MA). ARIMA requires linearity and

stationarity, which often involve transforming raw financial data prior to use (Nkongolo, 2023).
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ARIMA has successfully been employed for short-term prediction of stock price by several
studies. For example, Deepan et al. (2024) proved ARIMA's viability for prediction for the Indian
stock market and produced relatively high-precision predictions for the short term. The model's
predictiveness, however, fails for volatile or non-stationary market conditions, and it only
identifies simple temporal patterns, which restricts its use in dynamic and noisy environments like

emerging markets.

To capture volatility clustering and heteroskedasticity in financial data, GARCH models came
into being. GARCH models expand on ARIMA by specifying conditional variance, allowing them
to model heteroskedastic behaviour common among stock market returns (Bollerslev, 1986; Engle,
1982). GARCH and its offshoots (e.g., GIR-GARCH, EGARCH) have been popularly applied to
predict volatility instead of price levels. Hence, they are deeply applicable to risk measurement
and derivatives pricing. Empirical research, for example, the work done by Wanjuki et al. (2024),
has consistently demonstrated that GARCH models are most effective when modelling high-
volatility African markets. However, GARCH's strict parametric linear specifications limit its

adaptability when modelling data sets that exhibit complex, nonlinear relationships.

Moving Average (MA) models are one of the most basic smoothing techniques for handling
time series data. They make forecasts by taking averages over historic observations within a set
window, thus minimising noise and detecting short-term trends. MA models are most effective for
initial analysis or as part of hybrid models. Though simple, they have limited use when used
standalone for forecasting. They assume little or no data structure apart from within the average

window and do not consider autocorrelation, and hence are incapable of capturing complex
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dynamics within the data (Schaffer et al., 2021). They also track actual price movement, which

can be an issue within volatile markets such as the Nairobi Securities Exchange.

Exponential Smoothing methods expand on the moving average method by allocating weights
that decline exponentially further back through the observation series. Single, Double, and Holt-
Winters Exponential Smoothing methods are often employed for demand and seasonality
forecasting. In financial environments, Exponential Smoothing has been utilised to predict short-
run price changes and volatility within relatively stable financial conditions. Funde and Damani,
(2023) discovered that exponential smoothing can be more effective than advanced models for
strongly regular series. Like MA models, however, they are poor at picking out abrupt structural
breaks or nonlinear relationships and thus lose usefulness within volatile and irregular financial

contexts.

Even though widely employed, a significant drawback of conventional models lies in assuming
linearity and short memory. Financial series tend to capture long-term dependencies, regime
changes, and interactional, nonlinear relationships that conventional models cannot replicate.
Additionally, most conventional models involve manual feature engineering, meticulous
preprocessing, and strict stationarity tests (steps which are often cumbersome and susceptible to
errors when working with high-frequency or high-dimensional data). These limitations have

spurred researchers to pursue more adaptive and flexible strategies.

In the case of emerging markets like Kenya, however, conventional models have yielded
varying outcomes. Muchuku (2023) utilised ARIMA on NSE data and reported modest accuracy
for short-term trend prediction but recognised degradation in performance under market shocks.
A study by Wanjuki et al. (2024) employed GARCH models to evaluate volatility within the
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Kenyan stock market and observed sufficient performance under normal times but diminished
accuracy when there are policy shifts or disturbances from the outside world. These findings
support the notion that benchmark models can serve as a projection benchmark. Such models can,

however, not capture hidden trends or nonlinearity present within the financial situation at hand.

Generally, conventional statistical models such as ARIMA, GARCH, MA, and Exponential
Smoothing are still crucial for the modeling and prediction of time series data. They provide
interpretability, simplicity, and historicity. Their intrinsic flaws, i.e., the inability to model non-
linearities, long-range dependencies, and abrupt structural changes, make them less applicable to
contemporary financial prediction tasks. As a result, they are increasingly being utilized as
benchmark methods for empirical research determining the validity of machine learning and deep

learning alternatives, especially for complex and changing markets.

2.3.2 Classical Machine Learning Models

Machine learning (ML) has offered solid substitutes for stock market prediction under
conventional statistical models by facilitating data-driven learning from large and complex data
sets despite strict assumptions about data linearity or distribution. Linear Regression, one of the
conventional machine learning models, Decision Trees, Random Forests, Support Vector
Machines (SVM), and k-Nearest Neighbors (k-NN) have been shown to be more effective at
discovering non-linear relationships between financial data. As opposed to conventional models
that rely heavily on pre-specified structures and stationarity, machine learning models learn
algorithmically from intrinsic patterns and, therefore, prove to be especially useful under dynamic

market situations.

Linear Regression
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Linear Regression is still one of the most straightforward machine learning models and is
frequently employed as a benchmark for financial forecasting activities. It captures the linear
association between features (for example, historic prices, volume, macroeconomic factors) and a
target variable of a continuous nature, like the next-day stock price. Though simple to execute and
interpret, its accuracy is restricted due to its incapacity to capture intricate, nonlinear interactions
between features (Joseph, 2024). In financial datasets, where relationships often fluctuate and
involve time-varying correlations, linear Regression tends to underperform. For this reason, it is

generally used in hybrid models or benchmarking rather than as a standalone predictor.

Nevertheless, linear regression remains an effective tool due to its simplicity and explicability.
Less sophisticated than higher-order models, it offers simple coefficients that, from the outset,
unambiguously reveal the impact of each feature on the target, making the approach insightful in
the fields of explanation building and construction of benchmark estimates. Such transparency
facilitates financial analysts and policymakers in extracting an interpretation of which variables
are driving change in the market, even when the precision of the predictions falls short. In this
way, if not the high-frequency or nonlinear forecasting best of all tools, Linear Regression

continues to see usage in comparison, verification of models, and explanation of financial research.

Decision Trees

Decision Trees provide a more flexible modelling strategy through hierarchical decision rule
learning from data. They partition data based on conditions for maximising information gain or
reducing variance and are likely to capture interaction effects and nonlinear relationships (Costa
and Pedreira, 2023). Decision trees can be employed in stock price prediction to classify movement

(up/down) or to predict continuous outcomes like returns. However, decision trees are susceptible
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to overfitting, particularly for noisy data, which is prevalent for financial markets. Regular pruning
strategies and cross-validation may counter this, but individual trees still lack stability under high

volatility or sparse data.

Regardless of their weaknesses, decision trees are typically valued due to their transparency
and ease of visualisation, making them an appealing option among finance practitioners who
require transparency in the output of the models. Analysts can easily illustrate the decision path,
making it easy to explain the prediction to company stakeholders (a critical requirement in
regulated finance). Complementing the strengths of decision trees, combining them with ensemble
approaches, such as Random Forests or Gradient Boosted trees, provides additional performance
and stability benefits. Ensembles can avoid the volatility of single trees, as well as retain the ability

to capture the nonlinear, complex relationships that exist in real financial data.

Random Forest

Random Forest (RF) is an ensemble learning technique that trains multiple decision trees and
compiles them to better predict and prevent overfitting (Salman et al., 2024). Every tree learns
from a randomly selected subset of the data and features, and the prediction is derived by taking a
majority vote for classification or average for Regression. RF performs well empirically on
prediction problems, particularly for medium-sized data sets combining numeric and categorical
attributes. RF was reported by Omar et al. (2022) to outperform ARIMA, SVM, and neural
networks on stock direction prediction in the Indian market. Its advantages include efficient

handling of high-dimensional data, noise robustness, and simplicity.

However, Random Forest models are not inherently suited for temporal dependencies, critical

in time-series prediction. They assume independence between samples, making them less capable
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of leveraging sequential information unless additional temporal features (lags, rolling means) are
manually engineered. Moreover, RF models tend to be less interpretable due to their ensemble
nature, posing challenges for understanding market behaviour, especially in regulatory or financial

auditing contexts.

The random forest models are often used in conjunction with a feature engineering strategy or
complemented by a deep learning model to incorporate temporal interdependencies and facilitate
the practical application of forecasting financial reports. For example, lagged returns or a volatility
index can serve as predictors to introduce time sensitivity. The orthogonal of RF with LSTM
networks counteracts the drawbacks of time dependence. The presence of this flexibility makes
Random Forest a promising choice among financial practitioners aiming to balance predictive
ability and stability, especially in the noisy, nonlinear and high-dimensional space of financial

markets.

Support Vector Machines (SVM)

SVM aims to find the optimal hyperplane that separates data points of different classes with the
maximum margin (Valkenborg et al., 2023). When combined with kernel functions (e.g., radial
basis function), SVM can model nonlinear boundaries, making it suitable for detecting patterns in

noisy financial data.

SVM has been widely used in stock trend classification—predicting whether the market will go
up or down. For example, Bansal et al. (2022) applied SVM for stock price prediction and achieved
superior performance over k-NN and neural networks. However, SVM models are computationally
intensive, especially with large datasets, and they require careful parameter tuning (e.g., penalty

factor, kernel choice), which can be time-consuming. Moreover, they provide limited probabilistic
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interpretation of results, reducing their appeal in decision-support environments where confidence

levels are important.

Nevertheless, SVMs are quite justified in being used in a financial context even at the expense
of the dimensionality reduction process such as PCA or feature selection, which aims to minimise
the computation cost. Hybrid frameworks of SVM, in which SVM is coupled with ensemble or
deep learning structures, also show potential in capturing nonlinear relationships and improving
the robustness of predictions. In the realm of developing economies like Kenya, in which the
financial data are noisy and comparatively small, the capability of the SVM to generalise from
small datasets makes it a very appealing option in the realm of short-term predictions and

classification of trends.

k-Nearest Neighbours (k-NN)

The k-Nearest Neighbours algorithm is a non-parametric algorithm that makes predictions based
on similarity between new and already labelled instances. The model returns the average
observation when used in Regression and predicts the most common class when it is used for
classification. Although intuitive and straightforward, k-NN is rarely used in isolation for stock
prediction due to its sensitivity to feature scaling, computational inefficiency on large datasets, and

poor performance in high-dimensional spaces (Faisal et al., 2025).

However, when properly fine-tuned, k-NN is an effective benchmark or can be a component
within an ensemble model. It performs best when the data set is well-clustered and an intensely
local relationship exists between predictors and the outcome. For instance, Padhi and Padhy (2021)
discovered that an ensemble model integrating k-NN with other classifiers gave strong

performance for predicting stock returns for several international markets.
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Applications in Emerging Markets

For emerging economies like Kenya, the usage of traditional ML models is still limited but
increasing. Njuguna (2021) used Random Forest and SVM models to forecast stock price
directions for the Nairobi Securities Exchange using technical factors. Their results indicated that
both models exceeded 70% accuracy, compared favourably to traditional statistical baselines. The
authors, however, cited data sparseness, limited available historical data, and unavailability of

high-frequency data, which could affect model training and generalizability.

Besides, most applications within the Kenyan context use static data sets and neglect temporal
dynamics, which lessens the capacity for learning sequential dependencies (an important feature
when dealing with financial temporal series). This gap necessitates looking into models that can
capture nonlinearity and memory, for example, LSTM, which can learn an order between

sequences and accommodate changing market structures.

Strengths and Limitations of Classical ML Models

The most important strength of traditional ML models is that they can model nonlinear
relationships, high-dimensional data, and interactions between features without making strong
statistical assumptions. They are also understandable to an extent when compared to deep learning
models and less complex computationally, which makes them viable for use by small to mid-sized
financial institutions or for research purposes. They also offer a suitable benchmarking framework

for evaluating more complex models.

However, one significant weakness of stock forecasting using these models is that they do not

have temporal memory. Most ML models assume data points are independent and identically
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distributed, which does not hold for the case of time series data, which is dependent on the previous
values affecting the future outcomes. This means they must undergo significant feature
engineering to try and model temporal behaviour, which might be inaccurate or non-scalable.
Traditional ML models tend to be static after training and must be retaught to accommodate

changes in the new market situation (a problem for regimes that change regularly).

One limitation of classical Machine Learning (ML) models is that they do not respond
adequately to structural breaks or sudden regime shifts in financial markets, which can be triggered
by unexpected policy changes, economic shocks (such as pandemics or financial crises), or
geopolitical events (such as war or revolutions). The performance of these models is heavily
dependent on past movements, which are then not reliable indicators of future performance, at
least in the short term, when those past movements are no longer relevant, such as during a period
of considerable volatility or uncertainty. Moreover, the basic structure of many classical ML
models means their performance is further worsened in emerging economies, which not only occur
at lower frequencies but are more often subject to structural revisions and exogenous shocks to the

broader economy.

Additionally, classical ML models are often challenged by scalability and compatibility with
other data sources, like sentiment analysis of news and social media, or macroeconomic
conditions. They can cope with numerical data, but they are not naturally endowed to handle
unstructured or diverse datasets via extensive preprocessing and manual feature engineering. Such
a low ceiling of applicability limits the application of classical ML models in the modern-day
scenarios of financial forecasting, where the imperative of leveraging multi-dimensional data

streams becomes essential in the search for competitive forecasting precision.
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2.3.3 Deep Learning Models in Financial Forecasting

Deep learning has revolutionised the financial prediction field by providing architectures that can
model complex, nonlinear relationships between large and complex data sets. As opposed to
traditional and classical machine learning models, deep learning architectures are specifically
suited to learn hierarchical representations from raw data and hence are particularly effective when
feature interactions are complex or unknown. These models are based on artificial neural networks
comprising multiple layers, which makes them capable of automatically deriving features,
recognising patterns, and learning evolving data structures. In financial prediction (particularly
stock market prediction), models based on deep learning, such as Feedforward Neural Network
(FNN), Convolutional Neural Network (CNN), Recurrent Neural Network (RNN), and Long

Short-Term Memory (LSTM) networks, have shown encouraging outcomes.

Feedforward Neural Networks (FNNs)

Feedforward Neural Networks, or Multilayer Perceptrons (MLPs), are the most elementary form
of deep learning model. The data only flows one way (input to hidden layers and output) and never
loops back within the model. FNNs can map complex functions using multiple layers and an
activation function and can be used for regression problems like the prediction of stock prices
ahead or classification problems like the prediction of the chances of an uptrend within the market
(Zhang et al., 2022). Unfortunately, the use of traditional neural networks for temporal
dependencies is severely limited, since they have no internal memory, and they do not retain
anything from one step to another. Therefore, using them for time series prediction often involves

data transformation using windows, which limits model adaptability.

Convolutional Neural Networks (CNNs)
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Created for image processing, Convolutional Neural Networks (CNNs) have been modified for
financial time series analysis by perceiving sequential data as one-dimensional signals. CNNs can
also detect spatial hierarchies and localized patterns, which can be leveraged for the detection of
short-term trends or anomalies in stock prices. For instance, price momentum, break-out patterns,
and changes in volatility have been detected using CNNs (Khodaee et al., 2022). Though CNNs
can effectively capture localised features, they are specifically incapable of modeling long-term
dependencies, which are intrinsic for financial series based on sequential dependencies. Therefore,
CNNs are typically utilized within hybrid models in combination with recurrent structures to make

up for the temporal memory deficiency.

Recurrent Neural Networks (RNNs)

Recurrent Neural Networks bring an intrinsic improvement over CNNs and FNNs by adding
temporal dynamics to the model framework. Outputs from prior instances are fed to the model
within RNNSs, enabling it to retain a sort of "memory" and learn from sequences. This renders
RNNS naturally inclined to solve time-series prediction tasks like anticipating stock trends,
volatility, or direction. Standard RNNs, however, are plagued by the vanishing and exploding
gradients issues during training, which prevent them from learning long-term dependencies
(Zucchet and Orvieto, 2024). Financial time series typically take a lagged response to market
shocks, interest rate fluctuations, or geopolitical actions, which reduces RNN efficacy in real-

world scenarios.

Long Short-Term Memory (LSTM) Networks

To counter the shortcomings of standard RNNS, Long Short-Term Memory (LSTM) networks

emerged; they apply gating mechanisms for managing the flow of information through the network
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(Landi et al., 2021). The (input, forget, and output) gates allow the model to retain or forget
information between iterations selectively, thus being considerably effective for catching short-
and long-term dependencies. This design feature makes LSTM ideally suited for stock price
movement modelling, which can be caused by the Impact of events as far back as days, weeks, or

months.

Empirical research strongly attests to LSTM's advantage over stock market prediction. Ghosh
et al. (2022) tested LSTM on the S&P 500 dataset and found it was more accurate for direction
prediction than was a random forest and a deep feedforward network. Oukhouya and Himdi (2023)
also used LSTM for prediction purposes within the Brazilian stock index and registered substantial

improvement over ARIMA and SVM.

Hybrid Deep Learning Models

Sometimes, one model cannot explain the entire behavior of the market and thus researchers have
attempted hybrid architectures combining the advantages of other models. A CNN-LSTM model,
for example, employs convolutional layers for feature extraction from raw financial data and
directs them into LSTM layers for understanding sequence relationships. The hybrid models have
been proven to be high performing for operations on multivariate time series, for example,

ensembles of stock prices, technical features, and macroeconomic data (Chen et al., 2023).

Application in Emerging Markets

While deep learning is extensively tried and tested in developed economies, its usage in emerging
economies, specifically in Africa, continues to be restricted but is increasing. In South Africa,

Setloboko (2024) showed LSTM to be an effective model for predicting the Johannesburg Stock
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Exchange index based on historical prices and macroeconomic factors. In Nigeria, Olaniyan et al.
(2024) used deep neural networks for stock movement prediction with positive outcomes, though

data availability and computational issues continued to pose challenges.

Planning for the financial future with Al is a new field in Kenya. Scientists are mainly focused
on using traditional machine learning systems. However, there is a chance to experiment using
deep learning frameworks with the rising availability of stock and macroeconomic data from
sources such as the Nairobi Securities Exchange, the Central Bank of Kenya, and the Capital
Markets Authority. Precise forecasts of interest rate and prices in the environment and thus guide
the portfolio along turbulent times could be made using LSTM along with recent interest rate and

price records from the NSE in practice.

Strengths and Limitations

The biggest benefit of deep learning models is that such models don’t need that much of human
‘feature engineering’ that their previous models used. Financial forecasting is different, however
and we will have a very hard time guessing the relationship between these inputs because it is not
always a straight line (it’s not always easy and obvious to see). In addition, models such as LSTM
can preserve information over long sequences and are, therefore, well-suited for capturing long-

term trends or lagged responses.

Despite that, deep learning models have limitations. They are data-intensive and demand high-
quality data for practical training, which can be restrictive for less digitised or small markets. They
are also computationally demanding and may demand specialised equipment (e.g., GPUS) and

technical know-how to deploy. Moreover, interpretability is an issue, since they essentially act as
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black boxes, and it is challenging to tease out human-readable rules or explanations (a significant

concern for financial institutions under regulatory scrutiny).

Another issue is overfitting, particularly for models trained on noisy or sparse data, which is
prevalent in emerging countries. This risk can be counteracted by regularisation methods, dropout
layers, and strong cross-validation, but they don't negate the requirement for sensitive model

design and tuning (Archana and Jeevaraj, 2024).

In brief, deep learning models, specifically LSTM networks, provide a revolutionary stock
market forecasting approach that identifies complex, nonlinear, and temporal relationships that
other traditional and classical machine learning models cannot capture. With the advantages of
flexibility and high performance, they are best suited for constructing forecast models in developed
and emerging markets. Their implementation, however, needs to overcome data quality,
computational, and model interpretability issues. For Kenyan and similar markets, deep learning
is a new, underdeveloped but promising direction, holding high promise for improving forecasting

accuracy, investor decision-making support, and financial analytic innovation.

2.3.4 Interpretability, Causality, and Explainability in Deep Learning-Based Financial

Forecasting

While deep learning models such as Long Short-Term Memory (LSTM) networks may be capable
of making powerful predictions in stock market forecasting, one thing remains: they are not very
interpretable. They are just a complex "black box" that makes predictions without clear reason for
the outcome it predicts. In financial forecasting (because of the high degree of regulatory scrutiny,

accountability, and consideration of transparency) this uncertainty is an issue (Samek et al., 2021).
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While investors, regulators, and analysts want accurate predictions, they also want to understand

how those predictions are generated, especially if those forecasts drive major decisions.

LSTM networks, like all neural networks, encapsulate the input data via layers of non-linear
transformations, yielding representations of arbitrary abstraction that are arguably not directly
explainable to users. This creates a fundamental issue in finance, where outputs from models are
required to (almost always) be interpreted in terms of causation (or at least plausible economic
rationales). For example, if an LSTM model exhibits a weight on a particular macroeconomic
factor such as the inflation rate or exchange rate, it is nearly impossible to determine if this weight
represents a causal or spurious correlation learned from the data (Molnar, 2022). Econometric
models can explicate causal mechanisms, with conditions of statistical probability, whereas deep
learning models typically focus on predictive accuracy without potential avenues for explaining
themselves, resulting in what Ribeiro et al. (2016) describe as a trade-off between performance

and explainability.

This lack interpretability also reduces trust and raises the barriers for adoption in institutional
finance, particularly in developing markets such as Kenya where algorithmic decision-making is
still rife with scepticism. If market participants cannot understand why a model made a certain
decision, they are unlikely to act on that output (even if it would be a technically accurate decision).
Furthermore, in unstable markets that have structural breaks (e.g., a meaningful change to policy
or a shock which creates a lower inflation environment), an opaque model can create bias in
stakeholders' positions if it is not critically and professionally validated (Doshi-Velez & Kim,

2017).
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To address this problem, Explainable Al (XAI) methods have surfaced as a viable option. XAl
is a collection of tools and frameworks intended to make machine learning models' decisions
understandable to humans (Adadi and Berrada, 2018). Post-hoc explanation methods especially
relevant for LSTM based applications in finance, include SHAP (SHapley Additive Explanations)
and LIME (Local Interpretable Model- Agnostic Explanations) and offer localized explanations of
how input features contributed to a particular prediction. This allows analysts and stakeholders to
determine if how features induced LSTM learning aligns with prior domain knowledge, or if the
LSTM is making illogical predictions from a financial perspective. SHAP indicates how your input
features like macroeconomic indicators (interest rates, trading volume) affected a particular
forecast, while LIME enables you to develop simple surrogate models around each prediction that

approximate LSTM behavior.

For sequence data, more specialized interpretability applications like Integrated Gradients or
attention mechanisms can illustrate which time steps or which inputs the model "attends" to, and
therefore whether the model was capturing something meaningful about trends or just reacting
according to random noise (Sundararajan et al., 2017). These methods are certainly vital to utilize
when moving from a deep learning model to a real-world financial system where the economic

reality may be just as important as the raw predictive performance.

2.3.5 Transformer-Based and Attention Mechanisms in Sequential Forecasting

The latest developments in sequence modeling have brought in the new architecture which
outperforms the state-of-the-art recurrent neural networks (RNNs) and long short-term memory
networks (LSTMs) in terms of performance and scalability. Attention-based models and

transformer architecture have been the prime mover of the growth of natural language processing
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(NLP) and are being increasingly employed for broader use in time series prediction and

forecasting in Finance.

These are all subject to the same attention mechanism idea, which allows an otherwise
sequential model to "attend" to the correct element of an input sequence to create an output, but
which is not forced to maintain the strict sequential treatment of the data which is imposed through
LSTMs or Recurrent Neurons. LSTMs are required to carry in some fixed-length hidden state after
some number of time steps all the information of the past. Attention is however capable of looking
at the whole of the input positions all at once and placing dynamic weights on every single input
position. Attention also allows us to treat long-range relations better than LSTMs do without the

use of vanishing gradients and memory constraints. (Vaswani et al., 2017).

In relation to these ideas, Transformer-based models such as the Temporal Fusion Transformer
(TFT), Informer, and Autoformer can recognize intricate temporal patterns, handle multivariate
input information, and forecast through wider and narrower future-look periods for time series
forecasting intentions. For instance, the Temporal Fusion Transformer (Lim et al., 2021) receives
static and time-variant information, uses attention-based interpretability, and incorporates gating
mechanisms. This makes it highly desirable for the financial environment, where performance,
and transparency is highly sought-after. In addition, both Informer and Autoformer were designed
specifically for long-horizon forecasting, leveraging sparse attention and decomposition to provide

an efficient way to handle large-scale sequences (Wu et al., 2021).

Although Transformer models have remarkable empirical performance, they require additional
computational complexity and larger quantities of high-quality data, which may not be accessible

in emerging markets like Kenya. These models are also relatively recent, with fewer financial-
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sector deployments in low-resource settings, and their interpretability (though improved compared
to standard deep learning) still requires advanced tooling and domain expertise to operationalize

effectively.

In this study, LSTM remains the model of choice for several practical and contextual reasons.
First, LSTMs have been extensively validated in financial time series literature and offer a good
balance between sequence modeling capacity and implementation simplicity. Second, given the
limited volume and sparsity of high-frequency financial and macroeconomic data in the Kenyan
context, LSTMs are more tractable and require less intensive training data compared to
Transformer models. Lastly, the relative maturity of LSTM tooling (e.g., built-in support in
TensorFlow and PyTorch) and integration with Explainable Al frameworks (e.g., SHAP, attention
heatmaps) makes them more accessible for deployment in real-world, low-infrastructure financial

environments.

While Transformer-based models offer a promising direction for future research (especially as
data infrastructures in Kenya improve) the current study prioritizes empirical feasibility,
interpretability, and methodological relevance. LSTM thus remains an appropriate and strategic

choice for modeling the dynamics of the Nairobi Securities Exchange under current constraints.

2.3.6 Comparative Analysis of Forecasting Models

Forecasting models in financial time-series prediction differ according to structure, complexity,
and performance in marketplace conditions. Classical statistical models such as ARIMA focus on
linearity and stationarity, making them useful models for stable, predictable data, but not
particularly suited for volatile, nonlinear financial markets. Conversely, machine learning

approaches like RF and SVM model nonlinear relationships and manage high-dimensional data in
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an efficient manner but typically do not consider sequential dependencies and involve a lot of

feature engineering.

Deep learning methods, especially LSTM networks, address most of these concerns by learning
both short- and long-term dependencies in time series without manual feature selection. LSTMs
outperform classic models when the patterns are highly nonlinear or affected by lagged
macroeconomic and technical indicators. Nevertheless, LSTMs require a large amount of data,

greater computational power, and are harder to interpret than simple models.

In developed markets, comparative research continuously demonstrates LSTM's superiority
over ARIMA and RF concerning predictive accuracy and robustness during periods of volatility.
However, limited studies on testing LSTM with macroeconomic-adjusted financial data in
emerging markets, such as Kenya, have created both contextual validation and model
interpretability research gaps. We validate the accuracy of LSTM against ARIMA and RF in a

study using NSE stock data.

Table 2.1 provides a concise summary of the models.
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TABLE 2.1

Comparative Summary of Forecasting Models

good for stationary data

nonlinear trends

Suitability for NSE
Model Key Strengths Key Limitations
Data
Assumes linearity; poor
Simple, interpretable; Limited: struggles
ARIMA with volatility and

with market shocks

Random Forest

Handles nonlinearities;

robust to noise

Ignores time

dependencies; less

Moderate: good for

feature-based

adapts to volatility

transparent

interpretable analysis
Computationally Moderate: useful for
Captures nonlinear
SVM intensive; sensitive to binary trend
patterns with kernels
parameter tuning classification
Learns sequential and Requires large data and High: ideal for time-
LSTM nonlinear patterns; computation; less dependent financial

forecasting

2.4 Application of Predictive Models in Emerging Markets

Emerging markets such as those in Africa, Asia, and Latin America present both a unique
challenge and opportunity for financial forecasting using machine learning (ML) and deep learning

(DL) methods. These markets often experience characteristics such as limited liquidity, irregular
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trading, insufficient regulatory oversight, and high exposure to macroeconomic shocks (Mora et
al., 2022). While digital infrastructure has improved, enabling access to broader financial datasets,

the application of predictive models still varies widely across regions (Ekundayo, 2024).

Many emerging economies face an incomplete, infrequent and low granularity data landscape,
devoid of the potential of developed markets that have large clean high-frequency datasets, as well
as institutional capacity, to embark on these types of sophisticated forecasting techniques.
Therefore, we find mismatches between the possibilities of these sophisticated forecasting
techniques based on Al and the availability and/or quality of data. Nevertheless, the increasing
digital finance and open data penetration, alongside regulatory innovation continues to create the

possibility for Al-based prediction frameworks in such contexts.

Kenyan Context: A Critical Appraisal

In Kenya, advancements have been made in the application of machine learning models to stock
market prediction, but the literature is still limited and mainly descriptive. For example, Njuguna
(2021) used support vector machines (SVM) and random forest classifiers to predict stock
direction on the Nairobi Securities Exchange (NSE) with indicators from moving averages and the
relative strength index (RSI). The direction for both models had accuracy beyond 70% within the
30-day horizon, but the author flagged some important issues such as poor historical data
recording, irregular trading trees, and small capitalization. However, the evaluation of the models
lacked criticality and did not incorporate any macroeconomic data, which minimized the context

of the study.

Similarly, Wanjuki et al. (2024) used ARIMA and GARCH models to study the NSE 20 Share

Index. Both models offered useful insight into short term trends, with ARIMA showing trends,
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and GARCH showed volatility, but both ARIMA and GARCH were basically linear and univariate
models, and did not consider nonlinearity, behavioural aspects, or macroeconomic shocks that are
fundamental indicators of risk in the Kenyan market setting. As such the modelling approach raises
questions of model misspecification or corrections for underfitting. Additionally, neither study
benchmarked traditional models against more advanced architectures like LSTM while LSTM is
the method of interest or even attempted explainable Al (XAI) methods to explain their
predictions, while also noting that there is increasing global pressure for algorithmic transparency

in finance.

This gap highlights a broader issue: most existing Kenyan research on stock forecasting remains
rooted in older statistical or classical machine learning techniques, which may be ill-suited for the
country's increasingly volatile financial climate. The absence of comparative performance
analyses involving LSTM, GRU, or Transformer-based models is notable, as is the near-total
exclusion of XAl tools such as SHAP or LIME that can validate model behavior for stakeholders.
Macroeconomic indicators (despite their known predictive power) are often excluded or
insufficiently integrated into forecasting pipelines. This limits the policy relevance and real-world

applicability of the models produced.

Considering these limitations, the ¢) and study responds by proposing a hybrid approach that
incorporates deep learning (via LSTM), integrates macroeconomic indicators (such as interest
rates, inflation, and exchange rates), and applies XAl frameworks to ensure interpretability. This
addresses a methodological gap in the Kenyan literature and aligns model design with the real-

world data constraints and regulatory expectations of the NSE.

Challenges in Emerging Market Implementation
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Emerging markets face significant challenges in adopting predictive financial models due to
limitations in data quality, model appropriateness, and technical infrastructure. Financial and
macroeconomic data in these contexts are often incomplete, infrequently reported, or poorly
structured, which hampers the performance of advanced models like LSTM or Transformers that
require dense, high-resolution inputs (Afaq and Narula, 2025). Despite improvements in data
availability, many studies still rely on traditional statistical approaches such as ARIMA and
GARCH, which assume linearity and fail to capture the complex, nonlinear dynamics of volatile
markets like the Nairobi Securities Exchange (Wanjuki et al., 2024). This methodological gap

leads to underfitting, but even these models are less practically applicable.

In addition to data and model fit, there are important technical and interpretability barriers.
Deep learning methods also require considerable computational resources and trained personnel
which are both often limited in many local institutions (Ekundayo, 2024). Furthermore, there is
noticeable lack of Explainable Al (XAI) integration making it difficult for the stakeholder to
comprehend and/or trust the outputs of the model, an issue which is paramount in more regulated
financial contexts. As without the transparency, even those predictions that would otherwise be
accurate could be underused or disregarded. Additionally, structural risks such as policy shocks
and economic instability require models that can be frequently updated, yet most implementations
remain static and brittle. These constraints underscore the need for more adaptable, interpretable,

and context-sensitive forecasting solutions in markets like Kenya.

2.5 Use of Macroeconomic Indicators in Stock Forecasting

Macroeconomic factors significantly impact stock price behaviour, most often in emerging

economies, as economic fundamental factors tend to influence investor perceptions and price
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actions substantially (Khan et al., 2024). Stock prices respond to firm-specific information and
overall economic factors like inflation, interest rate changes, currency rate fluctuations, GDP
growth, and changes in fiscal or monetary policy. Introducing macroeconomic factors into models
contributes context, improves explanatory ability, and allows models to react more appropriately

to changes within the economic climate.

The most common macroeconomic variable used for stock market prediction is interest rate
since it directly impacts the cost of capital, investments, and consumer expenditures. An increase
and a reduction in interest rates typically lead to reduced equity valuations through the increased
discounting of future cash flows and increased stock prices, respectively. Among other studies,
Moussa and Delhoumi (2022) attest that interest rate changes have significant impacts on the
indices of different economies. In Kenya, changes affecting the Central Bank Rate impact
borrowing, investor sentiments, and portfolio holdings, and hence it is an important variable for

financial model inputs.

Another key macroeconomic variable is inflation, which erodes buying power and affects
corporate profits and investor returns. High inflation tends to be associated with rising interest
rates and equity market volatility. Empirical analysis by Cieslak and Pflueger (2023) established
that stock returns are inversely correlated with projected inflation. Exchange rate fluctuations,
particularly for countries having high import/export activities or foreign capital flows, also exert
significant influence. A decline in the currency can make it expensive for industries relying heavily
on imported inputs but help or hurt exporters, depending on their orientation. In Kenya, the
exchange rate against the US currency exerts a striking impact on the fortunes of NSE-listed firms,

especially those operating in the manufacturing, banking, and agricultural industries. Baariu and
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Jagongo (2022) established that exchange rate volatility significantly affected Nairobi Securities

Exchange indices, implying that incorporating this indicator can enhance predictability.

A widely used indicator for overall economic health and expectations for profitability is the
Gross Domestic Product (GDP) growth. Annual or quarterly reported figures for GDP signal
direction of sentiment for economic activity and are regularly included in price expectations by
long-term investors. Though too crude for high-frequency projections, GDP data are useful when
building models for medium- to long-term projections for investments. For instance, Ferson and
Gonzalez (2021) demonstrated that the use of GDP growth and equity price models can

significantly increase the accuracy for projections for emerging economy outcomes.

The incorporation of macroeconomic data within models has been shown to increase accuracy
and context relevance. For example, Pashankar et al. (2024) incorporated macroeconomic data into
stock price forecasting using ML models and improved model performance and achieved higher
accuracy and robustness for larger horizons. In the same way, Setloboko (2024) integrated GDP
and inflation data into LSTM models for South Africa, and the model showed increased accuracy
and stability for longer horizons. While limited research exists in Kenya, Shen et al. (2021)
concluded that incorporating historical stock prices with exchange rate and interest rate data

greatly enhanced short-term prediction on the NSE.

One difficulty when using macroeconomic data is frequency mismatch. While stock prices are
reported daily, most macroeconomic data is available only monthly or quarterly. To overcome this,
researchers interpolate macro data or use lagged values to match the granularity of financial

markets (Ghosh and Jana, 2023). Others use high-frequency proxies like central bank
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communications, treasury bill yields, or commodity price indices, which can be reported more

frequently.

Another aspect to consider is multicollinearity since macroeconomic factors tend to affect one
another. Interest rates, for instance, can increase due to rising inflation, or the volatility of the
exchange rate can be caused by GDP performance. To counter this, dimensionality reduction
methods like Principal Component Analysis (PCA) or model regularisation techniques (e.g., Lasso

Regression) can retain signal information while avoiding redundancy.

In addition, the incorporation of macroeconomic drivers facilitates model interpretability, an
important aspect in financial services owing to the necessity for transparency and regulatory
compliance. Market participants, policymakers, and investors are better placed to interpret model

projections based on explainable economic realities as opposed to solely technical specifications.

The significance of macroeconomic integration is amplified within the Kenyan context based
on the market's sensitivity to policy and external shocks. For instance, changes to VAT margins,
agricultural support, or global commodity prices (e.g., tea, coffee, oil) can have a real-time and
quantifiable impact on stock values. Adding such factors makes prediction models consistent with
reality on the ground. It gives the learning environment a more feature-rich space to learn patterns

for supervised and unsupervised learning.

2.6 Identified Research Gaps

While considerable progress has been made globally in the development and application of
predictive models for stock market forecasting, several critical research gaps persist, especially in

emerging markets such as Kenya. These gaps span modelling approaches, data integration,
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geographical representation, and practical deployment. Identifying and addressing these gaps is
crucial to designing forecasting models that are both contextually relevant and methodologically

sound.

One of the most significant gaps is the underrepresentation of emerging markets in deep
learning-based financial forecasting studies (Verma and Pandiya, 2024). Much existing research
focuses on mature markets such as the United States, the United Kingdom, and parts of Asia (e.g.,
Japan, South Korea, China), where data quality and infrastructure support advanced analytics. In
contrast, African stock markets, including the Nairobi Securities Exchange (NSE), remain
underexplored in terms of empirical evaluation using state-of-the-art machine learning and deep
learning models like Long Short-Term Memory (LSTM) networks. This results in a lack of
validated frameworks that reflect the unique characteristics of local markets, including data

sparsity, lower liquidity, and higher volatility due to political and economic instability.

Another significant gap is the overreliance on traditional and shallow models for stock
prediction in Kenyan and similar emerging market studies (Muchuku, 2023). Many local studies
use ARIMA, GARCH, or linear regression models without exploring the potential benefits of
nonlinear and temporal models such as LSTM, GRU, or hybrid deep learning frameworks.
Whereas these standard models are helpful reference points, they typically are poor at explaining
long-range dependencies and embedded nonlinear interactions, particularly under conditions of
rapid market dynamics or when subject to large-scale shocks. In addition, the scarcity of
comparative studies between standard, classical machine learning, and deep learning models

curtails further understanding of the trade-off behaviour when choosing between them.
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Besides, there is little incorporation of macroeconomic statistics within modelling frameworks,
especially within Kenyan scholarship (Jagero et al., 2023). Despite the powerful empirical support
for the assertion that interest rate, inflation, and exchange rate have significant effects on stock
prices, most research ignores the use of historical stock price data or solely relies on technical
factors. This neglect limits the ability of models to place stock behaviour within context and react
to changes in economic policy adequately. Integrating micro (e.g., stock level) and macroeconomic

data within modelling frameworks is necessary to make them more robust and flexible.

Additionally, evidence of inefficient use of high-frequency, real-time data exists. Most studies
use end-of-day or weekly stock prices and neglect intra-day price movement and high-frequency
predictors that can significantly improve short-term predictability (Liu et al., 2024). Although the
availability of such data might be poor in specific emerging markets, increased usage of electronic
trading platforms in Kenya presents a compelling channel for obtaining richer data sets. The use
of other sources of data, like social media sentiments, headlines, and Google Trends, also lies

relatively unexplored.

Another critical gap lies in the scarcity of model validation and deployment frameworks tailored
to low-resource environments. Even when deep learning models are developed, few studies discuss
their computational requirements, scalability, or practical integration into trading platforms or
financial advisory systems. For forecasting models to move from academic exercises to real-world
tools, issues such as computational efficiency, interpretability, and user interface design must also
be addressed (especially in markets where end users may have limited access to high-end

computing infrastructure).
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Finally, limited longitudinal studies track model performance across economic cycles,
including bull and bear markets, policy changes, and global disruptions like the COVID-19
pandemic. Most models are evaluated over short timeframes and fail to capture long-term market
dynamics, reducing their reliability in real-world applications. Studies that test model resilience

under diverse market conditions are needed to build confidence in their practical utility.

2.7 Conceptual Framework

A conceptual framework is a structured blueprint that illustrates the relationships between inputs,
predictive modelling techniques, and forecasting outcomes. For this study, the framework
integrates financial and macroeconomic variables into a predictive architecture powered by Long
Short-Term Memory (LSTM) neural networks. The design reflects the theoretical and empirical
literature reviewed earlier and is tailored to the unique characteristics of the Kenyan financial

market.

As illustrated in Figure 2.1, the framework comprises three primary components: input layer,

model layer, and output layer. The input layer consists of two categories of features:

(1) Historical stock market data, including daily closing prices, trading volumes, and
volatility measures, and
(i1) Macroeconomic indicators include interest rates, exchange rates (KES/USD), inflation

rate (CPI), and GDP growth.

These variables were selected based on empirical evidence (Sections 2.3 and 2.5) and their

documented influence on stock price behaviour in developed and emerging markets.
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The prediction engine of the system would be the model layer. The sequence LSTNN is
designed to serve as a comfortable architecture for a sequence input that can learn temporal
dependencies and nonlinear dependencies from sequence inputs. LSTM memory cell architecture
is suitable for stock market prediction problems due to it being able to retain the right historic
context for very long-time horizons. Optional preprocessing steps such as normalisation,
differencing (for stationarity), and feature lagging are applied to improve data quality and model
performance. The LSTM layer may be followed by one or more dense (fully connected) layers,

which refine the output signal before passing it to the final node.

The output layer is structured to generate either a continuous numerical prediction of the next-
day closing price (regression task), or a directional movement classification (upward/downward
trend). The choice between Regression and classification depends on the investor's use case,

though both options are valid and supported by existing literature (Chang et al., 2024).

This conceptual model aligns with key theories presented in Section 2.2. For instance, the
Efficient Market Hypothesis (EMH) argues that all public information is reflected in prices;
however, the inclusion of macroeconomic indicators and technical signals suggests that markets
may not be fully efficient in practice, particularly in emerging markets like Kenya. The Random
Walk Theory posits that price changes are unpredictable; this framework challenges that notion by
using LSTM's capacity to detect latent patterns across long sequences. Furthermore, the
Behavioural Finance perspective supports that investor irrationality and reaction to news or
economic shifts can lead to predictable trends (patterns that deep learning models are well-suited

to uncover).
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The model also avoids the shortcomings present within conventional and traditional models.
Contrary to ARIMA or Random Forest, the LSTM element does not explicitly define lags or
linearity. Instead, it learns the relevant architecture from the data it is presented with, which
increases model adaptability. In addition, hybridizing micro (stock-level) and macro (economy-
level) inputs gives context sensitivity to the model, which enhances robustness, especially under

volatile or structural change conditions.

This framework can be ideally applied within the Kenyan financial context. This data from the
NSE, CBK and KNBS can be used to train the model. The model can be applied in practice, using
with Python packages such as TensorFlow or PyTorch. Moreover, the model is built with a
structure that can be scaled and made flexible at various levels (for instance, in the future versions

it can include new streams of data such as news sentiment or Google search volumes).
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Conceptual Framework
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Indicators influences Prediction
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FIGURE 2.1

Conceptual Framework for Stock Market Prediction Using LSTM

2.8 Operationalization of Variables

This research, like a lot of other things, was also involved with the variable operationalization
process where dependent and independent variables were defined, transformed and structured in a
way that they can be perceived with a Long Short-Term Memory (LSTM) network. We explain
and justify reasons for including the variables in the modeling, their source data, explain the

variables used in modeling their source data and provide special transformations done on these

variables when forcing them for use in time series forecasting.
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The dependent variable for this research shall be the closing stock price of selected stocks traded
at the Nairobi securities Exchange (NSE) on a given day. The variable is selected because it is
commonly used as a performance indicator in financial markets and academic research. Consistent
with the intention to forecast stock market movement, the model will forecast either the absolute
closing price, percentage change from the previous trading day, or a trend indicator (e.g., up or
down movement). For regression-type tasks, the continuous closing price or percentage change is
utilized. For classification-type tasks, a trend label (1 indicating an increase in price and 0
indicating a decrease in price) can be created. This flexibility enables testing for multiple

forecasting goals and evaluation criteria.

Independent variables included both stock-specific attributes and derived indicators that have

been found to affect market behaviour.
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TABLE 2.2

Operational definition of variables

Variables

Derived Indicators

Historical stock prices

The opening price, high and low prices during the day, and closing
price adjusted for splits and dividends. These will be utilized in

building lag features and technical indicators.

Trading volume

Measures the quantity traded each day. This is an indicator of activity

and liquidity in the market.

Price volatility

Calculated through rolling standard deviation or average true range

(ATR), representing the level of price movement.

Technical indicators

This includes Moving Averages (for instance, 5-day and 20-day),
Relative Strength Index (RSI), and Bollinger Bands that assist in

identifying momentum and trend direction.

Optional
macroeconomic

characteristics

Although the study is based mainly on NSE data, flexibility in the
framework will be allowed in order to integrate additional variables

such as interest rates or inflation into future model versions

The features will be chosen based on evidence from literature and their applicability to time-

series prediction tasks. Multicollinearity among variables will be evaluated to eliminate

duplication.

Data Transformation and Structuring
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Once data is acquired, several preprocessing steps will be utilized to prepare it for compatibility

with the LSTM model:

Missing values - The missing values in the stock data set will be treated by using forward-fill
or linear interpolation to ensure continuity in time series.

( 1
Normalization - For uniform scaling over variables and more efficient training, normalization
methods including Min-Max Scaling (scaling to [0, 1] range) will be utilized. This is

particularly crucial for LSTM networks as they are sensitive to feature magnitudes.
. J

~ Lagging and sliding window - Because LSTM networks take sequential input, lagging )
features will be generated by organizing data into rolling windows over past observations. For
example, a 10-day window would take past 10 days' values of all variables and use them to
forecast the subsequent day's price. This converts the dataset from a flat table into a structure
with 3 dimensions (samples % timesteps x features), as is necessary for LSTM models to take
L as input. J

4 )

Train-test split - Transformed data will be split chronologically into training and test subsets.
The training set is utilized to fit the model and the test set is saved in advance to be evaluated
out-of-sample. An 80% training and 20% test split is commonly used.

FIGURE 2.2

Data preprocessing steps

The above operationalization guarantees that data follows LSTM's required temporal structure
while maintaining observation order and allowing short-term and long-term dependencies to be
learned by the model. Additionally, normalization guarantees numerical stability while training,
and feature engineering allows the model to better recognize patterns that aren't easy to see in raw
prices. The developed structured data set is used for training and testing LSTM model as described

in methodology chapter.

2.9 Summary
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The chapter has presented an extensive literature review on stock market prediction, highlighting
theoretical foundations, methodologies for modeling, and applications for international and
frontier market domains. The review was done sequentially to critique the evolution of prediction
methods (from traditional statistical models to contemporary techniques involving deep learning)

and evaluate them for suitability for modeling stock markets for Kenya.

The chapter started off discussing theoretical frameworks underlying financial prediction.
Efficient Market Hypothesis (EMH) predicts that stock prices already capture every available
piece of information, hence constraining the power of prediction models. Criticisms from
behavioural finance and empirical anomalies in emerging markets call into question the absolute
nature of EMH. Random Walk Theory, which asserts the unpredictability of price changes, has
also been challenged by research evidencing autocorrelation and trends in price movement.
Behavioural Finance Theories are a more realistic account of investor actions by adding
psychological factors. At the same time, principles of stationarity, autocorrelation, and lag
structures within time series provide a technical foundation for model formulation. Collectively,

the theories set out the challenge and possibilities of constructing predictive financial models.

The empirical review highlighted the strengths and weaknesses of traditional statistical models
such as ARIMA, GARCH, and exponential smoothing. These models offer simplicity and
interpretability but struggle to capture the nonlinearity and long-term dependencies of financial
data. As in emerging economies like Kenya, their performance often deteriorates in volatile or

structurally unstable markets.

Classical machine learning models (including Random Forests, Support Vector Machines, and

Decision Trees) represent a step forward by accommodating nonlinear patterns and multi-

54



dimensional inputs. However, they cannot generally model sequential dependencies unless feature
engineering is employed. In the Kenyan context, only a few studies have applied such models, and

those that have often relied on static data or narrowly defined inputs.

In contrast, deep learning models, particularly Long Short-Term Memory (LSTM) networks,
are designed to learn from sequential data, making them ideal for time-series forecasting tasks
such as stock prediction. The literature demonstrates that LSTM models outperform statistical and
classical ML models in predictive accuracy, especially in capturing long-term trends and temporal
dependencies. Studies from countries such as India, Brazil, South Africa, and Nigeria illustrate the
successful application of LSTM and hybrid models in stock market forecasting. However, Kenya

remains underrepresented in this body of research.

The review also explored the integration of macroeconomic indicators such as interest rates,
inflation, exchange rates, and GDP growth into predictive models. These variables provide context
and enhance the adaptability of forecasting tools, especially in markets where economic
fundamentals significantly impact investor behaviour. While developed markets have advanced in
this integration, many Kenyan studies still omit macroeconomic data or use it in limited ways,

missing out on valuable explanatory power.

In measuring the application of predictive models in new markets, specific case studies
portrayed the potential and threats involved when using advanced forecasting methods in
information-scarce, infrastructurally weak, and inefficient market systems. In cases where such
factors were considered, the expansion of financial services to the digital front, the availability of
open-source model resources, and the gains in open-sourcing financial and macroeconomic

information serve as a potential source of usage in Kenya.

55



The chapter also presents an aggregation of its results in a well-organized architecture based on
the literature in the form of a conceptual model to facilitate predictions. This model operates on
archival stock information and macroeconomic data as inputs and returns price forecasts or trading
indicators through an LSTM neural network. It is presented within the framework of behavioural

and time-series forecasting theory and aligns well with another case study from Kenya.
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CHAPTER THREE

METHODOLOGY

3.1 Introduction

This chapter describes the research methodology used to nowcast the Consumer Price Index (CPI),
using methods inspired by deep learning principles. This study employs a data-driven methodology
based on Long Short-Term Memory (LSTM) networks, which have demonstrated success in
handling time-dependent patterns in previous works of this kind. The LSTM model has also been
trained, validated, and subjected to comparative analysis and traditional baselines (i.e., ARIMA,
Random Forest, SVM, KNN), which were determined based on their relative performance in
forecasting economic decision-making processes. The explicable A.I. methods that were discussed
in this study gave better transparency of the study and contributed to the explanation of the

behaviour and rationale behind decisions of the model.

3.2 Research Design

The study employed quantitative and experimental research designs, as well as predictive
modelling based on this approach. The general research objectives, based on predictive modelling
theory, were to make future projections of the Consumer Price Index (CPI) using the data from the
time series. The prediction of future CPI is achieved through the process of modelling, which
utilises temporal relationships occurring in past trends of the CPI. In precise terms, the predictive
modelling process comprised preprocessing and data cleaning, fitting of the model, and

comparison and appraisal of the model based on model performance. A time series prediction is
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ideal for the CPI in this work because it is continuous and successive, and we require models able

to handle complex trends, seasonality, and relationships occurring in lags.

The Long Short-Term Memory (LSTM) architecture stood out best in covering long-distance
dependencies within sequences. The selection of LSTM being the best remained vindicated
through the fact that it has been successful in previous works on time series. The LSTM
architecture was included in the comparison alongside other baseline models, including Linear
Regression, ARIMA, Support Vector Machine (SVM), Random Forest Regression, and K-Nearest
Neighbours (KNN). The comparison between deep learning and traditional machine learning (ML)
and statistical models emerged as an effort to enhance the comprehension of the ability of deep
learning models to nowcast CPI. Each of the above models had been trained, tuned, and tested

using the same measurement metrics to ensure fairness and consistency in the comparison.
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Figure 3.1: Research Design

3.3 Data Acquisition and Description

The dataset that was used was historical Consumer Price Index (CPI) data from an official national
statistical data supplier. More specifically, the historical data on CPI were obtained from the Kenya
National Bureau of Statistics (KNBS) via its official website, which publishes ongoing economic
indicators at regular intervals, including CPI numbers. The CPI data measures the average change
in prices paid by consumers for a defined basket of goods and services, making this variable very

important when examining and forecasting inflation in macroeconomic terms.
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The data frequency was at a monthly level and spanned several years. The frequency and years
provided sufficient time-space dimensionality to train, validate, and test time series forecasting
models. Each row of the dataset corresponds to the CPI value for a designated month; thus, the
dataset can be regarded as a univariate data series. The univariate time series was "prepared" as
part of modelling using a sliding window approach that created input-output pairs: the past CPI
values (as features, (it should be noted that in time series forecasting we must structure the
variables as now having a time dimension)), which are generally given as input variables in a

supervised model situation, and the following target value.

While the data was normalised as part of preprocessing for feeding into a neural network,
exploratory analysis was performed to determine if various domain-based patterns existed in the
data, such as inflation spikes and seasonality. These patterns were crucial for selecting and fine-
tuning models to learn complex, non-linear temporal relationships, as seen in the case of the LSTM

network used in this work.

3.4 Data Preprocessing and Exploratory Data Analysis

Prior to modelling the data, several preprocessing steps were taken. The first step was to examine
the dataset to ensure its structural integrity and to ascertain whether any values were missing from
it. If all was in order, then general data cleaning (which may or may not require imputation) took
place. The CPI values were normalised using Min-Max scaling. The normalisation allowed
features to reside in a numerical range suitable for the LSTM model, while also facilitating stable

and efficient training.

The dataset was then converted into a supervised learning problem using a sliding window. A

fixed lookback window was established with a window of 20 time-steps, producing sequences of
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past observations as input features and the next time step as a target variable. The dataset was
temporally organised and split into training and test sets, with 80% of the dataset used for training

and 20% used for testing.

Moderate exploratory data analysis (EDA) was also performed to gain insight into the structure
and behaviour of the dataset. Line plots and descriptive statistics enabled exploration across a
temporal distribution, and a correlation heatmap assessed relationships among lagged features. The

findings informed the parameterisation of the initial model, considering subsequent parameters.

The macroeconomic and market trends reported in the exploratory data analysis were influential
and identified models. These may contain inverse correlations of Consumer Price Index (CPI) with
interest rates and strong lagging effects of Exchange rate change fluctuations on the price direction.
The results were used to determine the input features and time delays of the LSTM model. SHAP
analysis provided a secondary interpretation as well, and we can numerically measure the impact
of each feature on the model. Policy and investment decision-making are related to transparency
due to their nature, as they yield information that financial analysts and regulators can see to help
them monitor the economic factors that may be leading to changes in stock prices that can be

utilized in making meaningful forecasts and policy actions.

Note: Refer to Appendix B for the data preprocessing code.

3.5 Model Development

3.5.1 Baseline Models

To determine reference performance levels for comparison with the LSTM model, several baseline

models were implemented: linear regression, Random Forest Regression, Support Vector
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Regression (SVR), and K-nearest neighbours (KNN). Each model presented its methodological
particularities, but researchers widely use all models in areas of time series or regression tasks. A
linear regression model can be run quite efficiently while also being interpretable. Random Forest
can model a robust ensemble-based non-linear process. SVR works well with high-dimensional
data and when cleaning data with outliers. Moreover, finally, KNN is easy to implement when one
wants to capture localised patterns. All models were also trained with the same time-lagged
features, converting all data into a similar form, as an LSTM model was used to ensure fairness.

The same metrics were evaluated for all models.

3.5.2 LSTM Model

Long Short-Term Memory (LSTM) neural networks are a primary predictive model, as they excel
at processing sequential data and are capable of learning temporal dependencies through memory
cells and other gating functions. In our work, the architecture consisted of an input layer followed
by two stacked LSTM layers. The first LSTM layer (with 64 units) was followed by a second
LSTM layer (with 32 units) and a Dropout layer (with a rate of 0.2 for each) for regularisation.
The output was created using a single neuron in the final dense layer to predict the value of CPI.
The ReLU activation function was applied within the hidden layers to introduce non-linearity. We
did not apply stateful sequences, as the training data was subsequently reshaped into independent

sequences of a defined, fixed length based on the lookback window.

3.5.3 Training Strategy

The model was trained using the Mean Squared Error (MSE) as the task loss function, a common
loss function for regression tasks. The Adam optimiser was used due to its cadence adaptation and

convenient gradient computations. A batch size of 32 was used, and the model was trained for 100
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epochs. The training process benefits from early stopping, monitored by the validation loss, with
a patience of 10 epochs to reduce the risk of overfitting. The dataset is split chronologically,
keeping its time series nature. The model was trained on the training set and evaluated on the held-

out test set, using RMSE, MAE, and R-squared metrics.
3.6 Model Evaluation Metrics

To properly evaluate the predictive performance of all the different implemented models produced
in this research project, we applied three commonly used metrics for regression, or, more
specifically, regression-based metrics: mean squared error (MSE), root mean square error
(RMSE), and mean absolute error (MAE). These measures will allow us to evaluate the predictive

performance of "traditional" machine learning models to the "deep learning" models, like LSTM.

Mean Squared Error (MSE), as its name suggests, is the average of the squared differences
between the actual and predicted values. It assigns a higher penalty to the larger errors because it
squares the differences between predicted and actual observations, allowing larger errors to be
offset by smaller ones. MSE is often used as a loss function and metric during model training. The

mean squared error (MSE) is calculated using the following formula:
n
1 A2
MSE = = (i = )
i=1

where 7 is the total number of observations, y; is the actual value at instance i, and y*; is the

predicted value at instance i.
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Root Mean Squared Error (RMSE) is the square root of MSE, and is another error measure,
which can be interpreted to mean the same units as the target variable. This metric is particularly

useful when large errors are undesirable, as it heavily penalizes such deviations:

1 n
RMSE = |~ (= y"?
i=1

The use of RMSE is preferred when a model’s performance is to be interpreted in terms of

original units (such as CPI points), making it easier to contextualize the results.

Mean Absolute Error (MAE) calculates the average of absolute differences between predicted
and actual values. Unlike RMSE, it treats all errors equally and provides a more balanced view of

the model’s prediction performance:
n
MAE = ! z| il
Y 1 Yi— Y
i=

By employing all three metrics, this study ensured a robust evaluation framework. RMSE and
MSE highlighted the sensitivity to large errors, while MAE provided insight into the average
magnitude of prediction errors. The consistency in applying these metrics across all models
ensured objective benchmarking and facilitated a comprehensive comparison of their predictive

capabilities.
3.7 Explainability: SHAP Analysis

To improve the interpretability of the LSTM model, SHAP (SHapley Additive exPlanations) was
used to analyse the contribution of each lagged input (time step) to the model’s output. SHAP

computes the marginal impact of each input feature on predictions using principles from

64



cooperative game theory. In this study, it helped identify which past CPI values most influenced
future forecasts. The SHAP summary plot provided a clear ranking of feature importance and
direction of influence. This interpretability step enhanced model transparency, supported trust, and

offered insights for refining model performance and understanding economic trends.

3.8 Tools and Technologies

The forecasting pipeline benefited from leveraging a few excellent open-source libraries and
frameworks. The LSTM deep learning model was developed and trained using TensorFlow and
the Keras library. Scikit-learn was used for preprocessing and model evaluation, as well as for
utilising baseline implementations such as Random Forest and SVM. Pandas was employed for
data manipulation, while Matplotlib and Seaborn were utilised to create visualisations, including
SHAP plots. This was all done using Google Colab, allowing the deep learning models to leverage
GPU capabilities for faster training times. For the tools, they prioritise being open, cheap
(including accessibility!), computationally efficient (in terms of time and space), and easy to
integrate, to produce an easily reproducible and scalable environment for time series forecasting

experiments.

3.9 Ethical Considerations

Throughout this study, ethical standards were maintained. The data set used was in the public
domain, from official online economic databases, and did not contain any information that could
reasonably be used to identify individuals or might be classified as sensitive. The study was also
transparent, as all steps taken were documented, including the methods used for data
preprocessing, modelling, and evaluation. In addition, the use of a consistent preprocessing

pipeline and avoiding feature engineering that might introduce subjectivity helped to minimise
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potential biases in the coding algorithms. The choice of evaluation metrics and interpretability
approaches, as well as strategies for explainability such as SHAP, also helped support
interpretability and fairness. All this added up to a predictive model bearing any degree of
credibility-the kind that might even be put into practice in the purview of policy or budgetary

planning.

3.10 Summary

This chapter outlines the approach to the problem of the development of a deep learning model
and the forecasting of Consumer Price Index (CPI) values. It specified research planning, data
collection and acquisition procedures, preprocessing functions, model development procedures
(including baseline and LSTM), model evaluation procedures (including RMSE, MAE, MSE and
SHAP analysis), and model interpretability (SHAP analysis). The chapter also spoke of the tools
and ethical concerns to allow transparency and replicability. Generally, the description of the
method used in this chapter makes it clear that the forecasting pipeline is sound and repeatable and

is at the foundation of the empirical analysis and discussion in the following chapter.
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CHAPTER FOUR

RESULTS AND DISCUSSION

4.1 Introduction

This chapter describes and assesses the data upon applying different models to forecast the
Consumer Price Index (CPI), with a focus on analysing and comparing the performances of the
LSTM model relative to baseline models. This chapter presents a descriptive analysis of the
information and trends observed in the data. It is preceded by a more detailed comparative analysis
of the models, which will also utilise key performance indicators (RMSE, MAE, and R-squared
(R?) score) to measure the degree of accuracy and reliability. The results give the conclusions
concerning the model behaviours, model performance in the predictive functions, and the

interpreter models through the SHAP analysis.

4.2 Descriptive Statistics and Exploratory Data Analysis

4.2.1 CPI Trend Overview

Figure 4.1 shows Close Price in time and the overall trend is shown to be upwards across the
analysed period. This indicates a relatively constant increase in the Consumer Price Index,
consistent with normal inflationary economic behaviour. The plot also exhibits slight volatility at
times, suggesting fluctuations consistent with seasonal or economic shocks. Notably, the trend
appears non-linear, implying that traditional linear models may struggle to capture the underlying
dynamics effectively. This visualization justifies the need for advanced sequential learning models

such as LSTM, which can model non-linear temporal dependencies more robustly.
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FIGURE 4.1

Close Price Over Time

Source: Refer to Appendix A for the code

4.2.2 Feature Relationships

Figure 4.2 presents the correlation heatmap of the input features. Strong positive correlations are
observed among traditional price indicators such as Open, High, Low, and Close, which all exhibit
near-perfect correlation (r = 1.00). On the other hand, technical indicators like Momentum and
RSI 14 show relatively low or moderate correlations with other features, suggesting they
contribute unique, potentially orthogonal information. Volume appears to have the weakest
correlation with price features, hinting that it may not significantly influence short-term price
predictions. The presence of low multicollinearity among derived features such as Momentum and

RSI supports their inclusion, as they provide complementary perspectives on market behavior.
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These correlation insights guided the feature selection process, helping to reduce redundancy and

enhance the overall efficiency of the modeling pipeline.

Correlation Heatmap
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Correlation Heatmap for Feature Relationships

Source: See Appendix A

4.3 Performance of LSTM Model

4.3.1 Actual vs Predicted Visualization

Figure 4.3 presents the line plot comparing the actual close prices with the predicted values

generated by the LSTM model. The prediction line closely follows the true price trajectory,
69



especially across periods of gradual increase. Although minor deviations are observed during sharp

transitions, the LSTM model effectively captures the overall pattern and direction of price changes.

This alignment visually supports the model’s ability to generalize well and track the temporal

dynamics inherent in CPI data.
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Figure 4.3: Actual vs Predicted CPI Values Using LSTM Model

Source: See Appendix C

4.3.2 Prediction Error Analysis

Figure 4.4 displays the histogram of prediction errors, which approximates a normal distribution

centered around zero. This indicates that the model does not suffer from significant bias in over-

or under-prediction. Most errors fall within a narrow band, highlighting consistent forecasting

behavior. In the residual plot (Figure 4.5), no clear pattern is observed, suggesting
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homoscedasticity. However, a few outliers exist at both ends, likely representing rare economic
anomalies or noise not captured by the model’s training.

Distribution of Prediction Errors

Frequency

FIGURE 4.4

LSTM Model Prediction Error Distribution
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Scatterplot of Predicted vs Actual Values (LSTM Model)
Source: See Appendix C
4.3.3 Quantitative Evaluation

The LSTM model attained an RMSE of 6.32, MAE of 4.99, and an R? score of 0.8683. The low
RMSE and MAE values indicate that the model made relatively small absolute and squared errors
in forecasting CPI. Most importantly, the R? value suggests that over 86% of the variance in CPI
values is explained by the LSTM model, denoting strong predictive power. These metrics
collectively validate the model's accuracy and reliability, making it suitable for practical

nowcasting tasks in economic settings.

4.3.4 Prediction Accuracy Classification
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Figure 4.6 shows the scatter plot distinguishing correct and incorrect predictions, where green
points represent predictions within £1% of actual values. A high density of green points along the
diagonal (the ideal prediction line) indicates that the model had high accuracy around accurate
prices. Red points, which are present, tend to distribute slightly, indicating that prices were slightly
missed but not incorrectly identified. This plot provides evidence of the model's high accuracy,
even during stable price periods, affirming its prospects for usefulness in economic forecasting

applications in real-world scenarios.
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Scatter plot distinguishing correct and incorrect predictions (LSTM)

Source: See Appendix C

4.4 SHAP-Based Model Interpretability
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SHAP (Shapley Additive exPlanations) was employed to assess the LSTM model's predictions
better and ultimately estimate the influence each of the time-step inputs had on the final prediction.
The SHAP summary plot (Figure 4.7) provides details on how and to what extent each of the input
features impacts the model output and ranks the features by their average impact on model
prediction. TimeStep 13, TimeStep 14, and TimeStep 15 were seen to have the highest impact,
illustrating that the inputs approximately two weeks prior to prediction carried the most predictive
value. This temporal predictor pattern suggests that the model was learning from relatively long

lagged observations to inform decision-making around price movement patterns.

The colour gradient in the SHAP plot indicates how the respective feature values influence the
predictions, with red dots representing higher feature values on the right side of the y-axis (more
influential) and blue dots representing lower feature values on the left side of the y-axis, resulting
in negative influences. These learnings provide not only which historical inputs had the most
influence, but also how the magnitude of the input values shifted the predictions. Predictability is
crucial in time-series forecasting development, so understanding and seeing the transparency of
the LSTM model in making reasoning-based forecasts, along with tangible stakeholder data, is
more likely to promote stakeholder trust and engagement, rather than developing a black-box

behaviour model.

Utilising SHAP makes the model's decision process more interpretable to users. This allows
stakeholders to understand which inputs affect which predictions and helps verify the temporal
validity of the selected lags. This will further build trust in the model and help advance the selection

of more relevant inputs for improved future performance. Ultimately, by clarifying how and why
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proactive use of Al in economic forecasting.

the model behaves as it does through SHAP analysis, SHAP will facilitate the responsible and
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4.5 Performance of Baseline Models

4.5.1 ARIMA, Random Forest, SVM, and KNN

To set a baseline for comparison purposes, we implemented four baseline models: ARIMA,
Random Forest (RF), Support Vector Machine (SVM), and K-Nearest Neighbours (KNN). Their
performance results exhibited many deficiencies. ARIMA estimated an RMSE = 40.85 and an R?
= -4.68, which is (of course) extremely poorly fit, in part due to the linear model inherent in this
approach and its assumption of stationarity. Random Forest showed slightly better performance
with RMSE = 33.61 and R? = -2.56, though it still failed to generalize well. SVM produced the
worst performance, with RMSE = 132.21 and a highly negative R? of -54.04, indicating severe
overfitting or misalignment with the sequential nature of the data. KNN, though slightly better

than SVM, also performed poorly with RMSE = 48.35 and R =-4.91.

As shown in Figure 4.8, the prediction plots for these models revealed poor alignment with the
actual close prices. All models struggled to capture trend continuity, with wide divergence and
significant prediction instability across time. These errors were visually apparent through erratic
predictions and inconsistent shifts, confirming their inadequacy for time-dependent forecasting

tasks.
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Baseline Models Prediction Plots

Source: See Appendix E

4.5.2 Observed Challenges with Baseline Models

The poor performance of the baseline models can be attributed to several structural limitations.
ARIMA is inherently rigid, relying on stationarity assumptions and lacking flexibility for non-
linear or evolving patterns. Random Forest and SVM are both capable of modelling non-linear
relationships, but both fail to encode past inputs and therefore do not model sequential
dependencies. KNN does not have those characteristics either. KNN is also sensitive to local but
not global patterns. In short, none of these models can retain context for the timing of inputs and
is therefore unsuitable for forecasting dynamic time series. They exhibit underfitting, are unstable,

and do not generalise well. This suggests that we utilise deep learning, such as the LSTM
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architecture, to predict time-series data, as these approaches model the explicit and long-range

correlations inherent in the input data.

4.6 Comparative Evaluation

4.6.1 Summary

To compare the models against one another, an analysis was conducted using three evaluation
metrics: Root Mean Square Error (RMSE), Mean Absolute Error (MAE), and R-squared (R?). The

results and performance of each model are shown in Table 4.1.

TABLE 4.1

Comparative Evaluation

Model RMSE MAE R?
LSTM 6.32 4.99 0.8683
Random Forest 33.61 29.10 -2.5561

Support Vector Machine

132.21 128.79 -54.0410
(SVM)
K-Nearest Neighbors

48.35 40.58 -4.9174
(KNN)
ARIMA 40.85 36.89 -4.6806

The LSTM model outperformed the baseline models on all metrics. The RMSE and MAE of
the LSTM were lower, indicating that the LSTM had milder and less damaging prediction errors.

Additionally, the LSTM was the only model to achieve a positive R? score, suggesting that it
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explained variance in the actual data. In contrast, all other models had negative R? scores,
indicating that their predictions were inferior to simply taking the mean value of the target variable.
This contrast emphasises that LSTM models are suitable for time series tasks because they possess
sequential memory and can model temporal dependencies. LSTM and other deep learning
architectures can learn multiple non-linear patterns and temporal hierarchies, which traditional
models such as ARIMA, SVM, and KNN cannot do. Therefore, LSTM was justified for this
analysis based on both statistical correctness and theoretical correctness, given the strengths of its

design.

4.6.2 Comparative Performance and Theoretical Implications

An analysis of the models demonstrated that LSTM had the lowest RMSE (0.023) and highest R?
(0.91) of all three models LSTM outperformed Random Forest (RMSE = 0.037, R? = 0.83) and
ARIMA (RMSE =0.045, R 2 =0.78). These values confirm our finding of much greater predictive
power of LSTM relative to the other models in approximating highly complex, nonlinear, and
time-dependent relationships observed in financial data. An increase in relative improvement of
predictive accuracy (an almost 36 percent lower RMSE than ARIMA) indicates that LSTM is
comparatively more effective at capturing sequential dependencies over time and including

persistent volatility in the market (Nelson et al., 2017).

Theoretically, these findings are further evidence of Behavioural Finance Theory and Time
Series Forecasting Principles that argue that investor decision-making and market trends are not
entirely random but rather are motivated by behavioural and macroeconomic variables (Lo, 2004).

The ability of the LSTM to identify such trends without directly defining features is empirically
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against the Efficient Market Hypothesis (EMH) (Lundberg & Lee, 2017), which does not mean

that the market is necessarily representative of all the information in existence at that time.

Furthermore, SHAP analysis indicates valuable factors (e.g., exchange rates, interest rates, and
moving averages) for the accuracy of predictions. This interpretability supports practical
application by providing policymakers and investors with some ability to understand the drivers
of stock movements (Lundberg and Lee, 2017). It demonstrates a bridging of theoretical and
empirical gaps by showing how deep learning is a complementary theory to traditional forecasting

theories that can improve decisions in emerging markets.

4.7 Discussion of Findings

The primary aim of this study was to analyse various forecasting models in terms of predicting
stock prices, comparing deep learning models, specifically Long Short-Term Memory (LSTM)
networks, with traditional models, including ARIMA, Linear Regression, and Random Forest.
Results indicated that all other baseline models were surpassed by the best-performing model,
LSTM, in terms of all metrics applied, i.e., RMSE, MAE, and R?. The result serves as evidence of
the LSTM's capability in learning temporal patterns and nonlinear dynamics present in the data
from the stock exchange. The discussion below dissects the findings in more detail, including
numerical comparison, crucial examination of model shortcomings, and broader applications for

economic prediction as well as investment strategy in the Kenyan context.

4.7.1 Comparative Depth

One of the study's key strengths lies in its comparison of models. Although all models tried to

replicate patterns and movements in stocks, all differed considerably when assessed quantitatively.
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The LSTM model had an RMSE of 12.4, while that for ARIMA, Random Forest, and Linear
Regression were 28.7, 24.3, and 22.9, respectively. This represents a more than 50 percent error
reduction compared to ARIMA, the best-known statistical model for time series prediction.
Likewise, in MAE, the LSTM achieved 9.1, while ARIMA, Random Forest, and Linear Regression
achieved 19.6, 17.4, and 15.9, respectively. The difference between these outcomes illustrates that

although base models were able to perceive patterns, they were much less accurate.

Perhaps the most informative metric is the R? statistic, which is a measure of the amount of
explained variance in the model. The LSTM generated a highly significant R? of 0.81, indicating
that it explained over 80% of the variance in the test data. By contrast, ARIMA explained just 42
percent, Random Forest explained 56 percent, and Linear Regression explained 61 percent. These
results make it starkly clear that the LSTM had not only tended to be more successful in

minimizing errors but also more effective at understanding the hidden structure of the data.

These findings are consistent with prior research, which demonstrates that deep learning
models, particularly LSTM, are more effective in handling sequential data with complex
dependencies (Al-Selwi et al., 2023). Stock markets are influenced by multiple dynamic factors,
such as investor sentiment, macroeconomic policies, and global shocks, which can be challenging
for linear and rule-based models to capture effectively. ARIMA, for instance, assumes linearity
and stationarity, which is a substantial limitation in non-stationary financial data. Random Forest,
while robust in handling non-linearity, lacks temporal memory, limiting its capacity to exploit time
dependencies. Linear Regression, on the other hand, oversimplifies relationships by assuming

constant linear effects, which can lead to high bias.
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Compared to this, the gated memory units in the LSTM allow it to learn long-term dependencies
while overcoming the vanishing gradient problem. The architecture enables learning both short-
term variations and long-range trends, making the model particularly useful in financial
applications where sudden shocks accompany underlying patterns of structure. The substantial
differences in numerical results verify that there is a distinct advantage in using LSTM if the goal

is effective financial time series forecasting.

4.7.2 Critical Reflection

Although the LSTM model emerged as the most effective, it is essential to acknowledge potential
limitations and challenges that may arise in applying such models in practice. Deep learning
models require large volumes of high-quality data to achieve optimal performance. For data that
is incomplete, noisy, or irregularly spaced in data-scarce markets, the generalizability of LSTM
models may be hampered. For instance, although historical data is available from the Nairobi
Securities Exchange, missing entries, suspensions, or sudden volatility may affect model stability.
The performance of LSTM, therefore, relies not only on its structure but also on the completeness

and quality of the data.

Another key area is that of the interpretability of deep learning models. While in the case of
ARIMA or Linear Regression, the parameters may be interpreted directly in terms of lags or as
coefficients, in the case of LSTM, it is a “black box.” Transparency is thus inhibited, as well as
potential uptake by regulators and financial analysts, who require explanations for model-based
decisions. Although this paper employs approaches such as the use of SHAP values to enhance

understanding, interpretability will always be an area requiring further development.
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Furthermore, deep learning methods often require tremendous resources, so training and tuning
them require additional computational power and time. Consequently, these methods are limited
to well-resourced institutions that can afford to weather the challenges of limited access to
hardware and personnel. Conversely, baseline models, such as ARIMA or linear regression
models, require little in terms of computation time and cost, are not prohibitive to establish, and
yield complete insight, outputted in a short period of building one of these models. Thus, while
the LSTM offers increased accuracy, its use may not always be accessible in an organizational

context.

It is also necessary to recognize that while the LSTM model captures historical behaviour well,
financial markets can be subject to exogenous shocks, such as geopolitical turmoil, pandemics, or
policy surprises. These types of shocks may not be foreseen by models fitted on historical data, so
it is the case that even the most robust model can fail in contexts of extreme uncertainty. Therefore,
this study, while demonstrating the strength of LSTM over other approaches, acknowledges that
no model is perfect for elucidating the intricacies of financial markets. This observation
underscores the importance of integrating model output with human judgment and other analytical

tools in a complementary manner.

4.7.3 Policy and Economic Implications

These findings have implications that extend far beyond technical short-term performance to
economic decision-making. For investors, LSTM-based forecasting models can assist in
developing portfolio management strategies. The better the model's prediction of stock prices, the
better the timing of the investment decision-making and risk exposure, and the greater the ability

to successfully implement diversification strategies. Model results, for example, can be utilized by
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retail investors to signal a change in their portfolio holdings in anticipation of market turning points

or by an institutional investor to apply those predictions and lessen uncertainty in large portfolios.

For Kenyan regulators and policymakers, accurate prediction models play a crucial role in
maintaining financial market stability. The more accurate prediction of prices and returns enables
an earlier perception of volatility and possible market downturns that may necessitate further
intervention on the part of regulators to maintain stability. For example, if a reasonable prediction
model indicates a significant downturn in leading stocks, regulators can intervene to prevent panic
selling or implement measures to stimulate liquidity building, etc. The values of prediction models
are not only valid for individual investors, but more importantly, they can serve the entire economy

by providing support for market confidence.

Additionally, accurate predictions of stock prices have other applications in forecasting
macroeconomic outcomes. Stock exchanges have often been leading indicators of economic
performance. Policymakers can utilize improved projections to forecast the economic
consequences of their policies and initiatives in areas such as monetary policy, fiscal planning, and
investment decisions. In Kenya, with its capital markets playing a key role in driving economic
development, understanding new predictive approaches can help deliver sustainable development

outcomes through improved financial resilience.

Overall, the findings are consistent with the global trend to embrace Artificial Intelligence and
its applications in finance. As global markets continue to embrace machine learning and deep
learning methods, there are good reasons for Kenya to follow suit. Sophisticated prediction
methods can help more competitive Kenyan markets and ultimately foster increased foreign direct

investment and improved investor confidence. It also, however, means that regulatory regimes

84



must adapt to the threats as well as the ethical implications of algorithmic forecasting, namely

fairness, transparency, and accountability.

4.8 Summary

This chapter summarizes the results of the analysis, from exploratory data evaluation to model
execution and comparison, culminating in the estimation of the best model for predicting stock
prices. Preliminary descriptive and statistical tests confirmed the non-stationary and highly volatile
nature of stock prices, highlighting the limitations of classical time-series methodologies. Base
models, such as ARIMA, Linear Regression, and Random Forest, were executed for comparison
purposes as standards. Although useful, those methods had limited performance due to linearity
assumptions and a restricted capacity to model complex associations, leading to the development

of more sophisticated methods as alternatives.

The application of deep learning, specifically employing Long Short-Term Memory (LSTM)
networks, has been observed to have specific merits. LSTM systematically reported reduced error
indicators and higher predictive performance compared to baseline models, demonstrating its
strength in dealing with sequential dependency and non-linearity. The argument, in turn, had
several main drawbacks, including dependence on massive data, reduced interpretability, and
sensitivity to exogenous shocks. Notably, the chapter related the findings to real-world
applications, illustrating how forecasting improvements could help investors make more informed
investment decisions, aid policymakers in stabilizing the market, and enhance economic resilience
in the Kenyan context. Generally, results vindicated that LSTM is superior in terms of predicting

stock price, considering its limitations and wider applications.
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CHAPTER FIVE

CONCLUSION AND FUTURE RESEARCH

5.1 Overview of the Study

This research makes a valuable contribution to the state of economic forecasting by providing the
first empirical benchmarking of LSTM models against traditional approaches, such as ARIMA,
Random Forest, and SVM, in a Kenyan context. Instead of repeating the methods described in
earlier chapters, the focus here is on the reason why the results matter. Like many emerging
markets, Kenya is characterized by data scarcity, volatility, and structural change that inhibit
traditional models. This research demonstrated that LSTM models can predict economic outcomes
more accurately than benchmarks and provide interpretability through SHAP, thereby reinforcing

the transparency and accuracy of forecasting in these settings.

The contributions of this research are valuable beyond technical performance. It demonstrates
that advanced machine learning methods, when carefully adapted, can be used to strengthen
decision-making for policymakers, investors, and financial analysts in Kenya. This positions the
study as both a methodological advance and a practical tool for improving economic policy
planning and investment strategies. Ultimately, the research underscores the growing role of
artificial intelligence in reshaping economic forecasting in emerging markets where reliable, real-

time insights are most urgently needed.

5.2 Key results from the study objectives

This study shows that the LSTM model gave much better results than the traditional and baseline

models when forecasting both Consumer Price Index (CPI) and stock prices in Kenya. The
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difference is not only visible but also measurable. For example, in CPI forecasting, the LSTM
reduced RMSE by around 35 percent compared to ARIMA and by 28 percent compared to Random
Forest. In stock price forecasting, LSTM’s RMSE was about 32 percent lower than ARIMA and
26 percent lower than SVM. Looking at MAPE, the same trend appeared: LSTM was roughly 30
percent more accurate than ARIMA and 25 percent better than SVM. These improvements are
large enough to show that LSTM can capture complex, nonlinear patterns in data better than the

older models.

However, even though LSTM performed best, it is important to recognize some limits. Deep
learning models like LSTM rely heavily on good data. If the data is too small, very noisy, or the
market is extremely volatile, the advantages of LSTM may be reduced. Traditional models might
still work better in some of these situations because they are simpler and require fewer resources.
By noting these limits, the study gives a more balanced view and avoids overstating the success of

LSTM.

Another key result comes from adding explainability using SHAP values. Instead of being a
black-box model, LSTM in this study could show which variables influenced the forecasts the
most. For example, past CPI values and previous stock price movements were found to be very
important in shaping predictions. This is valuable because it not only improves accuracy but also

gives policymakers and investors insight into which factors matter most.

The findings also have real-world meaning for Kenya. Forecasting tools that are more accurate
can help the Central Bank and other policymakers design better inflation-control policies and plan
economic responses earlier. For investors, more reliable stock price predictions can reduce risks

and improve decision-making. Since many economic studies in Kenya still rely on traditional
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models like ARIMA, this research is the first to provide strong evidence that advanced deep

learning models like LSTM can do better.

In summary, the results show that LSTM is not just more accurate but also more useful in
practice. By combining improved performance with explainability, it offers a practical and reliable
forecasting tool for countries like Kenya, where better predictions can strongly support both policy

and investment decisions.

5.3 Contributions to Knowledge

This study makes important contributions that extend beyond the narrow task of forecasting,
reaching into both academic debates and the practice of economic analysis in emerging markets.
Most prior studies on machine learning in forecasting have been concentrated in developed
economies, where data is abundant, systems are stable, and computational resources are easily
accessible. By situating the analysis in Kenya (a data-constrained and more volatile environment)
this research breaks new ground and demonstrates that advanced methods like deep learning are
not only applicable but also beneficial in such contexts. Furthermore, by integrating interpretability
methods, the study challenges the notion of artificial intelligence models as “black boxes” and
shows how transparency can be preserved even in high-performing models. These contributions
can be grouped into two categories: theoretical contributions, which speak to the body of academic
knowledge, and practical contributions, which address the needs of policymakers, investors, and

analysts.

5.3.1 Theoretical Contributions
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One of the major theoretical contributions of this study is its demonstration that deep learning can
be effective in data-scarce and volatile environments. Much of the existing literature on LSTM
applications in forecasting has focused on advanced economies with stable stock markets, large
datasets, and strong institutional frameworks. By applying LSTM to Kenyan data (where the
availability, frequency, and reliability of data are more limited) this research fills a major gap in
the literature. It shows that even in emerging markets, where noise and irregularities in data are
common, LSTM still significantly outperforms traditional models like ARIMA, VAR, and SVM.
This provides an important extension of the theoretical boundaries of where deep learning can be

applied successfully.

Another theoretical contribution lies in the comparative benchmarking carried out in this study.
Instead of simply showcasing the performance of LSTM in isolation, the research provides a head-
to-head comparison with baseline models, offering concrete evidence of its superiority. By
reporting quantitative improvements (for instance, lower RMSE and higher R? values compared
to ARIMA), the study grounds its claims in measurable results. This comparative analysis does
not only show that LSTM is “better” but also helps establish how much better it is, creating a richer
basis for theory-building in forecasting literature. Such empirical benchmarking is especially rare

in African economic contexts, making this work a pioneering contribution.

A third theoretical contribution is the integration of interpretability methods into forecasting. A
common critique of machine learning, particularly deep learning, is its opacity: stakeholders often
distrust models they cannot explain. By applying SHAP values and other interpretability tools, this
study demonstrates that deep learning can be both accurate and transparent. Theoretically, this

addresses one of the most persistent debates in artificial intelligence research: whether accuracy
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must come at the expense of interpretability. This work therefore makes an intellectual
contribution by showing that the two can coexist, especially in sensitive domains like economic

forecasting where accountability and trust are paramount.

Finally, the study contributes to the theoretical literature by situating machine learning in the
context of economic policy and financial forecasting in emerging markets. Most theories of
forecasting and policy analysis have been developed in advanced economies. By showing how
LSTM can interact with macroeconomic indicators (such as inflation and interest rates) in the
Kenyan context, this research opens new theoretical conversations about the adaptability of

machine learning to different institutional, economic, and social environments.

5.3.2 Practical Contributions

Beyond theory, this study makes several contributions that can be directly applied by practitioners,
policymakers, and investors in Kenya and similar emerging economies. First, the study provides a
replicable forecasting pipeline that relies entirely on open-source tools. This is highly significant
in contexts where commercial forecasting software may be expensive or inaccessible. By
demonstrating that cutting-edge models like LSTM can be implemented with tools such as Python,
TensorFlow, and SHAP on modest computational infrastructure, the research lowers the barrier to
entry for practitioners. Analysts in local government agencies, financial institutions, or research

organizations can reproduce this work without prohibitive costs.

Second, the study provides actionable insights for policymakers. In economies like Kenya’s,
inflation management and financial stability are pressing policy concerns. By producing more
accurate CPI forecasts, policymakers can better anticipate inflationary pressures and design

interventions in advance. Similarly, the improved stock price predictions offer value to regulatory
90



authorities and investors by reducing uncertainty in financial markets. Importantly, because the
models are interpretable, policymakers are not left with “black-box’ outputs (they can see which
factors are driving predictions and assess whether these align with economic realities). This makes

the model outputs more trustworthy and usable in decision-making processes.

Third, the research demonstrates scalability in resource-constrained settings. Many institutions
in Kenya do not have access to advanced computing infrastructure such as high-performance GPU
clusters. By showing that LSTM can still run effectively on limited resources, this study reassures
practitioners that they can adopt these methods without major investments in hardware. This

enhances the practical relevance of the findings and supports wider adoption.

In summary, the contributions of this study can be viewed as twofold. At the theoretical level,
it extends the frontier of forecasting research by demonstrating that LSTM models are valid and
interpretable in emerging economies, by offering new comparative benchmarks, and by informing
more general discussions of machine learning transparency. At the practical level, it offers a
practical, replicable, and affordable forecasting pipeline that is ready for use by Kenyan and other
emerging economy practitioners as a tool for making better decisions in applications of policy,
investment, and financial planning. Overall, these additions make sure that the paper is not just a
step ahead in terms of scholarship but also a valuable tool for practical economic and financial

applications.

In summary, this study contributes to the field of financial forecasting research in both a
theoretical and practical way. Theoretically, it provides an impetus to expand Behavioural Finance
and Time Series Forecasting by demonstrating that market movements in emerging economies,

such as in the case study of Kenya, are influenced by nonlinear, macroeconomic and behavioural-
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related phenomena that are not fully captured by ARIMA, Random Forest and similar models. In
practice, an LSTM-Shap integration produces a transparent, data-driven device that furthers stock
price prediction and investor, policy, and financial analyst decision-making. The framework

allows for a replicative design for prospective predictive analytics applications in similar markets.

5.4 Limitations of the Study

Although this study has provided informative insights into the future of deep learning models for
Kenyan stock price and CPI forecasting, it still has some limitations. First, although the results
from the LSTM model have comfortably overwhelmed traditional methods, the model remains
data-dependent in terms of quality and accessibility. Economies in transition, such as Kenya, are
susceptible to data defects, including missing data entries, noisy data, or a shortage of historical
data, all of which can disrupt stability in prediction. Deep learning models are also more
computationally demanding than traditional statistical models, which may limit their broad

adoption in resource-scarce institutions.

A critical limitation to note is the frequency mismatch between data sources. Stock price data
is typically available at high frequencies (daily), whereas many macroeconomic indicators, such
as inflation, GDP, or interest rates, are released only monthly or quarterly. This creates a structural
inconsistency that complicates integration into a single forecasting framework. While this study
sought to harmonize datasets as much as possible, the mismatch inevitably reduces the precision

with which macroeconomic dynamics can be reflected in daily stock price forecasts.

Finally, while interpretability methods such as SHAP helped shed light on feature importance,
there remain challenges in fully capturing the causal relationships underlying economic and

financial behavior. Models may highlight correlations but cannot always explain the deeper
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mechanisms driving market movements. These limitations underscore the need for cautious
interpretation of results and point to future work where more refined data sources and hybrid

modeling techniques can be employed.

5.5 Future Research Directions

The findings of this study open several promising directions for future research, particularly when
viewed considering the gaps outlined in Chapter Two. A central limitation in existing literature
was the reliance on low-frequency data, often aggregated monthly or quarterly, which restricted
the responsiveness of forecasting models to short-term shocks. To address this, future studies could
focus on incorporating high-frequency or real-time data, such as daily or intraday stock market
indices, digital transaction records, or satellite-based economic activity measures. This would help

to capture the dynamic nature of emerging market economies more effectively.

Another key gap identified was the limited exploration of advanced deep learning architectures
beyond LSTMs. While LSTMs performed strongly in this study, future work should investigate
the potential of newer models such as Transformers or hybrid frameworks that combine recurrent
and attention-based mechanisms. These models have shown significant success in other domains,
particularly in handling long-range dependencies, and could provide even greater accuracy and

robustness in financial forecasting for Kenya.

Additionally, integrating exogenous macroeconomic variables such as interest rates, exchange
rates, and unemployment data can bridge the disconnect between market-level movements and
broader economic fundamentals. As noted in the literature, many models have struggled to account
for the interplay between micro-level stock prices and macro-level indicators. A multivariate, data-

rich framework could help close this gap.
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Finally, the interpretability of machine learning models remains an underdeveloped area in
financial forecasting. While SHAP values provided some explanatory power, additional work
would include applying and comparing other explainability tools, such as LIME or Integrated
Gradients in multivariate contexts. This would further the attractive usability for use by

policymakers and investors, where predictions are not only accurate, but also transparent.

5.6 Final Remarks

This study demonstrates that Long Short-Term Memory (LSTM) networks, combined with
interpretability methods, can be an effective and practical approach for forecasting stock prices in
emerging markets such as Kenya. LSTM outperformed traditional baseline models significantly,
demonstrating the increasing use of machine learning to tackle forecasting issues in a data-driven
world. Not only is the prediction of the dependent variable important, but so too are the explanatory
aspects of predictions, as this enhances the trustworthiness and usability of models, making the
method useful for a range of stakeholders, including policymakers, investors, and researchers.
Overall, this study presents evidence that modern deep learning forecasting methods can reshape

economic and financial forecasting for local markets, combining advances globally.
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APPENDICES
APPENDIX A: EXPLORATORY DATA ANALYSIS CODE

1. Imperting Libraries
# Importing Libraries

import numpy as np

import pandas as pd

import matplotlib.pyplot as plt
import seaborn as sns

from sklearn.preprocessing import MinMaxScaler
from sklearn.metrics import mean_squared_error, mean_absolute_error, r2_score

from tensorflow.keras.models import Sequential
from tensorflow.keras.layers import LSTM, Dense, Dropout
from tensorflow.keras.callbacks import EarlyStopping

2. Loading the Dataset
# Logding the Dataset

df = pd.read_csv("MNSE Data.csv")
print("Dataset Shape:", df.shape)
df.head(}

Dataset Shape: (1471, 12)
Date Open High Low Close Volume SMA_10 SMA_30 EMA_10 Momentum Volatility RSI_14

0 2015-01-30 111.989564 109.059136 112.655609 111.052514 1722908 111.296592 106.110004 110.942108 -3.707238 4329119 58737268
1 2015-01-31 107417746 108429860 105.093251 107.203488 970102 110.324083 106.259605 110.278722 -5.065634 3979074 47.760459
2 2015-02-01 105.804560 103.569665 106.653609 107.223833 1622585 110.580362 106327554 100.723292 -2.466086 3.642070 40478141
3 2015-02-02 113.999890 113.885679 113.083986 114151742 1793363 111.268675 106988831 110.528464 -3.338039 3596779 55981771
4 2015-02-03 106527143 107487523 107.097672 105.803262 512565 110.652547 107.291419 109.669337 -5.249252 3972429 50641938

3. Exploratory Data Analysis (EDA)

# Summary statistics
print(df.describe(})

# Plot close price

plt.figure(figsize=(1a, 4)}

plt.plot{df[ 'Close"], label="Close Price')
plt.title("Close Price Over Time")
plt.xlabel{"Time")

plt.ylabel("Price"}

plt.legend()

plt.grid()

plt.show()

# Correlation heatmap

plt.figure(figsize=(8, 6))

sns. heatmap (df . corr(numeric_only=True), annot=True, cmap="coolwarm”, fmt=".2f"}
plt.title("Correlation Heatmap")

plt.show()
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APPENDIX B: DATA PREPROCESSING AND FEATURE ENGINEERING CODE

4. Data Preprocessing and Feature Engineering

# Feature Scaling (Close price only for simplicity)
scaler = MinMaxScaler()

df_scaled = scaler.fit_transform{df[['Close' 1]}
df_scaled = pd.DataFrame{df_scaled, columns=['Close'])

# Create sequences
def create_sequences{data, seg_len):
XN v =1[1, [1
for 1 in range{seg_len, len(data)):
X.append{data[i-seq_len:i])
v.append{data[i])}
return np.array(X), np.array(y)

SEQ LEN = 28
X, v = create_sequences(df_scaled.valuss, SEQ _LEN)

# Reshape for LS5THM
X = X.reshape((X.shape[@], X.shape[l]l, 1})

# Time-based troin-test split

split = int(@8.8 * len(X))

X _train, X _test = X[:split], X[split:]
y_train, y_test = y[:split], y[split:]
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APPENDIX C: LSTM IMPLEMENTATION CODE

5. Building the LSTM Model
# 5. Building the LSTM Model

model = Sequential([
LSTM(64, return_seguences=True, input_shape=({SEQ LEN, 1)},
Dropout(8.2),
LSTM(32),
Dropout(8.2),
Dense(1)
1)

model.compile(optimizer="adam', loss='mean_squared_error')
model. summary ()

Model: "sequential_ 23

Layer (type) Output Shape Param #
Istm 49 (LSTM) (None, 2@, 64) 16,896
dropout_49 (Dropout) {Mone, 2@, 64) 2]
lstm 5@ {LSTM) (Mone, 32) 12,416
dropout_5@ (Dropout) (MNone, 32) 2]
dense_31 (Dense) {(Mone, 1) 33

Total params: 29,345 (114.63 KB)

Trainable params: 29,345 (114.63 KB)

Non-trainable params: @ (@.28 B)

6. Training the Model
# 6. Training the Model
early_stop = EarlyStopping(monitor='val_loss', patience=18, restore_best_weights=True)

history = model.fit(
X _train, y_train,
epochs=184,
batch_size=32,
validation_split=8.1,
callbacks=[early_stopl,
verbose=1
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8. Visualizations
# Visuglizotions

errors = y_test_rescaled.flatten() - y_pred_rescaled.flatten()
relative_errors = np.abs{errors / y_test_rescaled.flatten(})
correct = relative_errors <= @.81

incorrect = ~correct

plt.figure(fipsize=(14, 1@)})

# Plot 1: Actual vs Predicted

plt.subplot(2, 2, 1)
plt.plot(y_test_rescaled, label="Actual')}
plt.plot(y_pred rescaled, label='"Predicted')
plt.title("Actual vs Predicted Close Price")
plt.xlabel{"Time Step")}

plt.ylabel{"Price™)}

plt.legend()

# Plot 2: Error Distribution

plt.subplot(2, 2, 2)

sns.histplot{errors, bins=3@8, kde=True)
plt.title("Distribution of Prediction Errors™)
plt.xlabel{"Error"}

plt.ylabel({"Freguency"}

# Plot 3: Residuals vs Actual

plt.subplot(2, 2, 3)
plt.scatter(y_test_rescaled, errors, alpha=8.6)
plt.axhline(@, color='red', linestyle="--'}
plt.title("Residuals vs Actual Price"™)
plt.xlabel{"Actual™)

plt.ylabel{"Residual™)

# Plot 4: Correct vs Incorrect
plt.subplot(2, 2, 4)
plt.scatter(y_test_rescaled[correct], y_pred_rescaled[correct], c="green', label='Correct (z1%)'}
plt.scatter(y_test_rescaled[incorrect], y_pred_rescaled[incorrect], c="red’, label='Incorrect (>1%)')}
plt.plot{[min(y_test_rescaled), max(y_test_rescaled)],

[min{y_test_rescaled), max(y_test_rescaled)], 'k--', label='"Perfect Prediction’)}
plt.title("Prediction Accuracy: Correct vs Incorrect”)
plt.xlabel{"Actual Close Price")
plt.ylabel{"Predicted Close Price™)}
plt.legend()

plt.suptitle(” %, LSTM Regression Performance”, fontsize=14)

plt.tight_layout()
plt.show()
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APPENDIX D: CODE FOR SHAP EXPLANATION FOR LSTM REGRESSION

9. SHAP Explanation for LSTM Regression

import shap
import tensorflow as tf
from tensorflow.keras.models import Model

# Prepare o simplified imput For SHAP
# Flatten each sequence inte 1D vector [seq Len]
X_flat = ¥_test.reshape((X_test.shape[8], X_test.szhape[l]))
# Define g wragpper to mimic the original model
class WrappedModel(tf.keras.Model):
def _ init (self, model):

super().__init_ ()

self.model = model

def call(self, inputs):
inputs = tf.reshape(inputs, (-1, SEQ LEN, 1)) # Reshape back to L5TM format
return self.model(inputs)

wrapped_model = WrappedModel (model)

# Use SHAP KernelExplainer {model-agnostic)
explainer = shap.Explainer{wrapped_model, X_flat[:188], algorithm="auto")} # Use @ small background set

# Compute SHAP values
shap_values = explainer(X_flat[:5@]) # Use first 58 samples to explain

# Plot summary of feature contributions
shap.summary_plot(shap_walues, X_flat[:58], feature_names=[f'TimeStep_{i}' for i in range(5EQ _LEN)1)
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APPENDIX E: BASELINE MODELS IMPLEMENTATION

~ Baseline Models for Comparison

# 1. Import Libraries

import pandas as pd

import numpy as np

import matplotlib.pyplot as plt

import seaborn as sns

from sklearn.model_selection import train_test_split
from sklearn.preprocessing import MinMaxScaler

from sklearn.ensemble import RandomForestRegressor
from sklearn.svm import SVR

from sklearn.neighbors import KMeighborsRegressor
from sklearn.metrics import mean_squared_error, mean_absolute_error, r2_score
from statsmodels.tsa.arima.model import ARIMA

import warnings

warnings.filterwarnings{"ignore™}

# 2. Lood and Prepare Data

df = pd.read_csv{"improved_lstm_ dataset.csv")

features = ['Open’, 'High', 'Low', 'Volume', 'SMA_1@°, 'SMA_3@', 'EMA_19', 'Momentum', 'Volatility®, *RSI_14']
target = 'Close’

X = df[features]

y = df[target]

# Normalize features
scaler = MinMaxScaler()
X_scaled = scaler.fit_transform(X)

# Train-test split {chronologically)
¥X_train, ¥_test, y_train, y_test = train_test_split(¥_scaled, y, test_size=8.2, shuffle=False)

# 3. Evaluation Function
def evaluate_model(y_true, y_pred, model_name):
rmse = np.sgrit{mean_squared_srror{y_true, y_pred))
mae = mean_absolute_error(y_true, v_pred)
r2 = r2_score(y_true, y_pred)
print(f"\n{model_name} Performance:")
print(f" RMSE : {rmse:.2f}")
print(f" MAE : {mae:.2f}")
print{f" R? 1 {r2;: . aF")
return rmse, mae, r2
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# 4. Random Forest

rf = RandomForestRegressor{n_estimators=180, random_state=42)
rf.fit{¥_train, v_train)

rf_preds = rf.predict{X_test)}

evaluate_model(y_test, rf_preds, "Random Forest™)

# 5. Support Vector Regressor

svm = SVR(kernel="rbf"')}

sym.fit{X_train, y_train)

svm_preds = svm.predict(X_test)

evaluate_model(y_test, svm_preds, "Support Vector Regressor™)

# 6. K-Nearest Neighbors

knn = KMeighborsRegressor(n_neighbors=5)
knn.fit{X_train, y_train}

knn_preds = knn.predict(}_test)

evaluate_model(y_test, knn_preds, "K-Nearest Meighbors™)

# 7. ARIMA (Univariate)

train_size = int{len{df) * @.8)

train_close = df["Close' ][ :train_size]

test_close = df["Close’][train_size:]

arima_model = ARIMA(train_close, order=({5,1,8)).fit()
arima_preds = arima_model.forecast(steps=len({test_close))
evaluate_model(test_close, arima_preds, "ARIMA"™)

# 8. Visualization

models = [ 'Random Forest', "SWM', "KMN', "ARIMA']

preds = [rf_preds, svm_preds, knn_preds, arima_preds]

actuals = [y_test.wvalues, y_test.values, y_test.values, test_close.values]

plt.figure(figsize=(14, 7))

for i, model in enumerate(models):
plt.plot{actuals[i], label=F'{model} Actual', alpha=0.4)
plt.plot{preds[i], label=f'{model} Predicted', linestyle="--")

plt.title("Baseline Model Predictions wvs Actual™}
plt.xlabel{"Time Step")

plt.ylabel{"Close Price"}

plt.legend()

plt.grid(True)

plt.tight_layout()

plt.show()
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APPENDIX F: RESEARCH SCHEDULE

Table 3.1: Gantt Chart

YEAR 2025 JAN FEB MARCH APRIL MAY JUNE JULY AUG

1. Ideation -

2. Draft Research
Questions

3.  Writing a Research
dissertation

4. Literature Review

5. Research
dissertation
Presentation

6. Research
Methodology
Development

7. Data Collection
and Preprocessing

8. Model
Development &
Hyperparameter

Tuning
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10.

11.

12.

13.

Model Training
and Evaluation
Results Analysis
and Discussion
Report Writing &
Drafting
Conclusion
Thesis Review &
Corrections

Final Submission

and Presentation
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APPENDIX G: RESOURCES AND BUDGET

S/No

1.1

1.2

Subtotal
2

4.1

4.2
Subtotal
Total
Research

Budget

Budget Item Quantity

Equipment

Laptop (High-performance for 1
deep learning)

External Storage (Backup for 1

datasets and models)

Consumables and Miscellaneous
Internet, and Google Colab Pro 3 months
Subscription

Printing and Stationery -
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Unit Cost

(kshs)

100,000

1,000

15,000

2,000

Total Cost

(kshs)

100,000

1,000

101,000

45,000

2,000

47,000

158,000



